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Abstract

As the Universal Serial Bus 2.0 becomes a major
driving force in the peripherals market now, the variety of

devices and their request types also impose challenging 
issues on resourceallocation of bus bandwidth. research
aims at the proposing of a USB-compliant system architec-
ture and real-time scheduling algorithms for the resource
allocation of USB 2.0 and 1.1 device requests jointly in
a Quality-of-Service fashion. Periodic requests, such 
as isochronousand interrupt transfers, are guaranteed with 
preservation of bus bandwidth and schedulability tests. Spo-
radic requests, such as control and bulk transfer, are serviced 
with probabilistic performance guarantees. The capability of
this work is demonstrated with evaluations over 
a Linux system prototype, for which we have encouraging re-
sults.

1. Introduction

The modularization of computer systems has moved the
duty of resource allocation gradually away from the kemel. 
While various devices are manufactured and connected
to few interfaces, such as SCSI, USB, and IEEE-
1394 subsystemsnow become one of the major play-
ers in providing quality-of-service guarantees for ap-
plications. The traditional concepts and implementations in
resource allocation, such as fairness or throughput, could no
longer satisfy the needs of many applications. The schedul-
ing of CPU usage alone could not resolve the issues. In-
stead, resource allocation problems on disks, bus, or even
networks, could no longer be negligible. 

How to provide guarantees for task executions has 
been an active research and implementation topic in the past
decades. Several good system implementations were done 
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over that is a real-time extension of Linux,
such as those for motor control Ethernet-based real- 
time communication and a lightweight stack
for embedded systems A real-time emulation program 
was proposed to build soft real-time scheduling on the top 
of UNIX and the Linux source code was modified by
adding a new scheduling class called to let ap-
plications to specify the amount of CPU time per period 

scheduling is provided for CPU and IDEdisks. The re- 
search group at the University of California at Irvine
modified the scheduling mechanism of Linux. Their goal was
to provide a ”general-purpose” real-time scheduling frame- 
work which can handle time-driven, priority-driven, 
driven, and even new scheduling schedulers. At the Carnage 

University, the concept of time reservation was pro-
posed and implemented in the Real-Time Mach and Linux 
to support various multimedia and time-critical applications 
[13, Researchers also start exploring the resource allo- 
cation problem over various buses. In particular, the control 
area network (CAN), which is a serial communication pro- 
tocol for distributed real-time system, was studied by Hong
and Kim [4] in proposing a bandwidth reservation algo- 
rithm. Tolte, et [ presented a new share-driven
based method for scheduling messages sent over the con- 
troller area network (CAN). Kettler, et al. developed for-
mal scheduling models for several types of commonly used
buses, PCI and MAC, in and workstations. 

The objective of this research is to explore the QoS-based
system design for USB 2.0 and 1.1 device management. Dif-
ferent from the past work we shall not only address
scheduling issues related to the mixture of data transfers of
USB 2.0 and 1.1 devices but also the best-effort and guar- 
anteed services for USB requests. We propose a real-time
scheduling algorithm that mixes requests in the time frame
for USB 1.1 (referred to as a m-frame) and those for USB 2.0, 
where one m-frame is equal to eight USB 2.0 time frames. A
fixed-rate service approach and the corresponding
bility test are presented to provide guaranteed services
to isochronous and interrupt requests for USB 2.0 and 1.1de-
vices, that are periodic. We then propose methodology in 

$20.00 2004 IEEE 395



quest insertions for the data structure dedicated for the USB
host controllers. For best-effort requests, such as that for bulk
transfers, we revise the existing methodology and provide a
probabilistic performance guarantee. 

The rest of this paper is organized as follows: Section 2
provides an overview of the issues for the bandwidth 

over USB and presents the system ar-
chitecture of a typical USB subsystem. In section
3, we propose a fixed-rate service policy and workload re- 
insertion technique to provide guarantees for periodic
requests. The probabilistic performance guarantee is then 
derived for sporadic requests with revised scheduling algo- 
rithms. Section 4 provides performance evaluation of the pro- 
posed scheduling algorithms and methodology. Section 5 is
the conclusion.

2. Motivation

In this section, we provide an overview of a USB 2.0 sub-
system on Linux and the motivation of this research. That 
is the needs of a bus bandwidth reservation mechanism and 
a resource allocation algorithm to satisfy the require-
ments of different devices. 

2.1. A USB 2.0 Subsystem
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Figure 1. The Queue List Structure of the EHCI
USB Schedule. 

A USB subsystem on Linux is a layered structure. Since 
USB supports many types of devices, such as character de- 
vices and block devices, it is better to provide an abstrac-
tion of USB device drivers so that the kernel could have a
transparent view over devices. The USB Core provides a set
of consistent and abstracted to the upper-level device
drivers (so called drivers ). The USB Core would call
the corresponding USB HC driver of a USB host controller
to access its devices. The USB Core translates requests is- 
sued by the USB device drivers into host-controller-awared
data structures, called schedule. The USB schedule
is memory-resident and consists of a number of queues of
Transfer as shown in Figure 1, where one
or more TD’s are created for each application request by the

corresponding USB device driver. The host controller inter-
prets the TD’s to access the designated devices. The queues 
are hooked on the proper device registers of a USB host
controller, as shown in Figure 2, where the basic rule in
hooking queues on the schedule is on the types of trans-
fers. There are three major types of host controllers: The 
Open Host Controller Interface (OHCI) and the Uni-
versal Host Controller Interface [7] are belong to the
USB 1.1 specifications, and the Enhanced Host Controller
Interface (EHCI) [8] is belong to the USB 2.0 specifications.
We shall focus our discussions on EHCI in this paper. 

I

I
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Figure 2. The USB 2.0 Communication Chan-
nel.

Data transfer modes of USB could be classified
into four categories: isochronous transfer, interrupt trans-
fer, control transfer, and bulk transfer. In EHCI specifi-
cations, each of the transfer modes needs a queue list to 
link the data-transfer packets, 
Descriptors (referred to as TD’s, too) and Queue-Head De-
scriptors to the corresponding devices, as shown in
Figure where a Queue Head Descriptor is at the head of
the TD list for each process on a specific device to record
the transfer information regarding the device, the device
number for the host controller. For bulk and control
transfers, the host controller maintains a pointer to the head
of the TD list for each type, as shown in Figure 2. For inter- 
rupt data-transfers, a USB subsystem maintains 1024 inter-
rupt entries, which form a tree structure in EHCI. Each (in- 
ternal or leaf) node could be hooked up with a list of TD’s
for a device of the interrupt type. The list of TD’s for all 
isochronous devices is hooked up at the root of the polling
tree. Each periodic-frame-list entry, as shown in Figure 2,
will be visited in every 1024 u-frame, which is 8 times faster 
than the mini-second frame of USB 1.1. When a
frame-list entry is visited, all devices with a list on the 
path between the periodic-frame-list entry and the root will
be serviced within

For the USB client drivers, the control and data transfer 
are accomplished by interacting with the USB Core through a
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data structure called the USB request block (URB). Requests 
are filled up in URB’s and handled by the USB Core asyn-
chronously: A configured callback function will be called on
the completion of each URB. With the needs of the quality
of service support, information regarding timing constraints 
should be included in URB’s as parameters. In this paper, we
shall exploit management issues for the USB Core, in-
cluding the management of the polling tree for interrupt en-
tries and the methodology for USB bandwidth allocation. 

2.2. Motivation

A USB host controller manages the bandwidth of a 
USB bus. The configurations of USB 2.0 and 1.1

vary. When a USB 2.0 host con-
troller needs to talk to a USB 1.1 device, the USB 2.0
host controller go through either a companion con-
troller a USB 1.1 host) or a transaction translator in
the USB 2.0 hub. The USB 2.0 host talks to the transla-
tor of the USB 2.0 hub at a high-speed. The translator talks
to the USB 1.1 hub that connects to both the USB de-
vice and the USB 2.0 hub in a compatible way. There is one
translator and several ports per hub, where each port is con-
nected to either a device or a hub. In this paper, we are
interested in the management of USB 2.0 bus band-
width that is shared among USB 2.0 and 1.1 devices.

Different from USB 1.1, USB 2.0 could operates at the so-
called high-speed, at 480 Requests of USB 2.0 and
1.1 devices are saved in the data structures for controllers, as
shown in Figure 2. Each periodic-frame-list entry is visited
in every 1024u-frame time interval). Within each
u-frame, USB bandwidth is shared among requests, as shown
in Figure Here SOFstands for the starting of the frame. 
Bandwidth marked as ”Periodic” is for isochronous and in-
terrupt transfers, and bandwidth marked as
is for control and bulk transfers. Periodic transfers could oc-
cupy up to 90% of the total bus bandwidth, and control trans-

fers have higher priority than bulk transfers do. Bulk trans-
fers are serviced in a best-effort fashion to utilize the remain-
ing bandwidth. The allocation of the bus bandwidth de-
pends on the implementation policy. Since the time frame for 
USB 1.1 is in Ims (referred to as a m-frame), one m-frame is
equal to 8 u-frames, as shown in Figure Each request of
a USB 1.1 device is partitioned into 8 sub-requests (the par-
titioning is referred to as split transaction for the rest of this 
paper) in 8 consecutive u-frames.

Although the USB specifications provide a bandwidth
management mechanism, little support is provided for other 

of requests. Furthermore, even for isochronous re-
quests, there is no way to specify the minimum number of
bytes to be transferred for a device in each u-frame. The
bandwidth allocation for periodic and sporadic transfers is
also done in a very coarse-grained fashion (such as a 90% up-
per bandwidth bound for periodic transfers). In other words,
the USB specifications do not provide either an absolute or
probability-based guarantee for the minimum bandwidth us-
age for different device requests. This observation underlies 
the motivation of this research. That is how to propose a 
proper resource management and scheduling mechanism to
guarantee the requirements of different devices and to
comply with USB specifications.

3. Services for Periodic and Sporadic Re-
quests

3.1. Overview

1 1

Figure 4. A Real-Time USB Driver Architec-
ture.

The purpose of this section is to develop a real-time USB
device driver architecture and a set of scheduling methods
to provide an integrated service for periodic and spo-
radic requests. Requests of different transfer modes are ar-
ranged in different data structures, as shown in Figure 2. We
propose to have a layer of real-time request scheduling be-
ing built inside the USB Core, as shown in Figure 4, where
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data structures in Figure 2 are shown in a more simplified
way. The responsibility of the real-time scheduler is to do ad-
mission control and to insert QH’s and TD’s of admitted re-
quests in proper locations of their corresponding data struc-
tures to meet their requirements.

In order to guarantee the requirements of different 
devices and to better manage the USB bandwidth, two essen-
tial technical issues must be addressed: (1) an admission con-
trol policy and guarantees for periodic and sporadic re-
quests (2) the scheduling of QH’s and TD’s with consid-
erations. Under the satisfaction of the requirements for 
devices, we shall also maximize the utilization of the USB 
bandwidth. Note that we aim at the providing of a hard 
guarantee for periodic requests and a soft guarantee for
sporadic requests in terms of their average response time and
waiting time. We propose a fixed-rate service policy to con-
struct a polling tree for periodic requests based on their cor-
responding requirements (in Section The tree
structure is revised only when a new device request is ad-
mitted. or when an existing device is closed. We present a
split-transaction-based technique to handle the compatibility 
problem in management for USB 1.1 and 2.0 devices, 
where the time interval of a data transfer frame for USB 1.1
is 8 times of that for USB 2.0. An efficient schedulability test
is presented for on-line admission control. The technical is-
sues in the insertion of QH’s and TD’s in the polling tree
are then further explored in Section When sporadic re-
quests are considered, we propose an evaluation framework
to derive the average waiting time for requests under the ex-
isting USB scheduling policy.

3.2, Guarantees for Periodic Requests

Polling Rate
2“

Figure 5. A PollingTree for the USB Scheduler
of a USB 2.0 Host Controller.

3.2.1. A Fixed-Rate Service Policy The purpose of Sec-
tion 3.2 is to propose scheduling algorithms for the
guarantees of periodic requests, those for isochronous 
and interrupt transfers. This section first proposes a fixed-rate

service policy to insert QH’s at proper nodes of the polling 
tree structure, as shown in Figure 2. The idea is to insert all
USB 2.0 QH’s (and their TD’s) and all USB 1.1 QH’s (and
their TD’s) at the root and nodes corresponding to the polling 
rate respectively. We shall then propose a
ity test for admission control of USB requests for the 
guarantees of isochronous and interrupt transfers. In Section
3.2.2, we shall propose a method to move QH’s (and their 
TD’s) down to nodes at lower levels of the polling tree for
better USB bandwidth utilization.

For the purpose of USB bandwidth reservation, we in-
clude additional information regarding deadlines, service fre-
quencies, and USB bandwidth requirements inside 
where is a data structure used for the interchanging of
control and data information between the USB Core and de-
vice drivers. An abstracted real-time scheduler layer is pro-
posed in the driver hierarchy, as shown in Figure 4.The
responsibility of the real-time scheduler is to communicate 
with the device driver layer USB camera deriver in Fig-
ure 4) and insert requests into the polling tree. The real-time
scheduler should also be responsible to the admission con-
trol of new requests.

The location of the residing node for a QH (and its TD’s)
in the polling tree determines the service frequency of its cor-
responding requests, where a request often corresponds to
several TD’s. The polling tree, as shown in Figure 5, is a
complete binary tree of 11 levels. Let each leaf node have a
corresponding unique number X = .. . , in a bi-
nary representation format. According to EHCI , leaf nodes
should be visited in a round-robin fashion. When a leaf node
is visited, all QH’s (and their TD’s) on the nodes in the path 
from the leaf node all the way to the root will be serviced
with a u-frame, If they could not be handled
within one u-frame, the host controller will abort the pro-
cess the service of this path) and then jump to the next
leaf node. Any aborted path is considered as an overflowed
path. As a result, any QH’s (and their TD’s) at the node of
the level will be serviced every u-frames. In order
to have an even service over requests, we propose to visit
leaf nodes in the order of their = ,. . . , b,,
where X = .. ., is its leaf number. 

Consider a workload with n periodic requests 
. . . , for devices, where de-

notes the number of bytes to be transferred for every 
u-frames. The fired-rate service policy is defined as fol-
lows: (1) For each USB 2.0 periodic request a cor-
responding QH is created at the root of the polling tree
with a new period as one u-frame (because it is now at
the root) and a new number on the bytes to be trans-
ferred in a period as (2) For each USB 1.1 peri-
odic request a corresponding QH is created at the
rightest node of the level 3, in Figure 5. The re-
quest has a new period as 8 u-frame and a new num-
ber on the bytes to be transferred in a period as The
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TD’s for the QH are created according to EHCI and the num-
ber of bytes to be transferred. Note that after the fixed-rate
service policy is done, the USB 2.0 host controller will ser-
vice QH’s (and their TD’s) at automatically and evenly
in 8 consecutive u-frames, as shown in Figure Be-
cause of the behavior of a USB 2.0 host controller and the
proposed service order, the insertion of all USB 1.1 re-
quests at is equivalent to the even insertion of them
over all nodes at the level 3. Such an approach is re-
ferred to as the approach for the rest 
of this paper.

Since each USB 2.0 or 1.1 request is assigned a smaller
period in the fixed-rate service policy, and the policy would
introduce extra overheads because of more packet headers
and the ceiling calculation for the number on the bytes to
be transferred in a new period. Furthermore, the policy in-
serts all USB 1.1 requests their QH’s and TD’s) at
but has the requests evenly split over 8 consecutive u-frames.
Because 7500 bytes could be transferred within one u-frame,
the schedulability test for a given set of periodic requests 
B = could bederivedas fol-
lows:

1.
2:
3: a lisr of 2.0

5 :
6.
7.
8 {

1 0
11.
12. Q =

14
n

16.
17.

a lisr of 1.1

4: {
their TD’sof requests

QH’s and their TD’s of requests in
If( and together fail 1)

Son all requests, in and in increasing
order of their original periods;

2; +
is not empty Do

<=
If ( p , < break;

n. orevious node *I
19:

Else n n : of n
21:
2 2
23:
2 4
25:
2 6 break;
27.
28:
29
3 0
31:

Move to node
Adjust QH and TD’s;
If (the revising could result in any overflowed path
{ Some path can nor meer u-frame

Move to

+ + I , ; n
+

End For
Remove e , from Q

In Formula 0 denotes the protocol overheads of
an USB payload. The overheads include packet preambles, 
packet headers, and some other necessary fields. To be more
specific, the overheads are 9 bytes for isochronous transfers 
and 13 bytes for interrupt transfers. For example, consider an
isochronous-transfer request with 50 bytes per 16 u-frames.
With the fixed-rate service policy, ( 9) bytes would be
transferred within each u-frame. In the next section, we shall
propose an algorithm to further reduce the overheads. 

3.2.2. A Workload Re-insertion Algorithm Bandwidth
Utilization Optimization In this section, we shall start with 
the results of the fixed-rate service policy and then re-inserts
QH’s (and their TD’s) back to proper nodes in the polling
tree. The objective is to minimize the protocol overheads and
additional bandwidth requirements the difference be-
tween and in Formula (1)).

Given a collection of admitted requests T =
. . . , in terms of their QH’s and TD’s, we

shall try to push QH’s (and their TD’s) at the root or down
to the nodes of larger heights as much as possible. The fur-
ther we push a QH (and its TD’s) away from the root or
the lower the protocol overheads would be. There are two ba-
sic guidelines for this workload re-insertion algorithm :The
first guideline is that the destination node of an original QH
(and its TD’s) should not have a polling period longer than
the periodp, of the corresponding request. The second guide-
line is that the workload re-insertion algorithm should meet

Figure 6. The Workload Re-insertion Algo-
rithm.

the u-frame requirement for each path visiting of a tree struc-
ture. Since only 7500 bytes could be transferred within every 
u-frame, the total number of bytes for the services of all QH’s
(and their TD’s) on a path should be no more than 7500.

For the rest of this section, we shall present a greedy al-
gorithm for workload re-insertion, referred to as Algorithm

The main idea for this greedy algo-
rithm is as follows: All QH’s are first classified as USB 1.1
or 2.0 requests and then sorted in an increasing order of
their original periods, where each QH corresponds to a re-
quest. USB 1.1 requests are handled first for workload re-
insertion because USB 1.1 requests, that are involved with 
split transactions, have more restriction in re-insertion. The
re-insertion of USB 2.0 requests starts when the re-insertion
of USB 1.1 requests is done. Algorithm 

runs in a number of iterations for each type of requests.
Within each iteration, the algorithm tries to push the QH with
the largest original period which has not been considered so
far down to a node of a larger height. Whenever an QH is
considered to move down by one level, there are two choices:
the right child node or the left child node Let
denote the sum of the numbers of the bytes (plus the proto-
col overheads) for all of the QH’s (and their TD’s) hooked up
at the node and all of the nodes in the with as the
root. That is, = where denotes
the of the numbers of the bytes (plus the protocol over-
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heads) for all of the QH’s (and their TD’s) hooked up at the
node The choice on the right or left child node should con-
sider the requirements of USB 2.0 in servicing each path in a
u-frame and the split transaction requirement of USB 1.1 re-
quests. The heuristics of the algorithm is to prefer the child
node with a smaller value of the function

Consider two lists of pending requests and for Al-
gorithm where and are lists of
USB 1.1 and 2.0 requests, respectively. According to the
fixed-rate service policy, QH’s and their TD’s of requests
in and are created and inserted into and
respectively (Steps 5 and 6). Note that we change the 
period workload of each request in to and the
per-period workload of each request in to in
these two steps, where all of QH’s and TD’s of requests in
are at the root node, and those in are at Steps 7-8 do
the admission control based on Formula (1). The algorithm
then sorts all of the requests in each queue in the increas-
ing order of their original periods (Step 19). In Steps 11-32,
the algorithm runs in iterations and tries to push the QH with
the largest original period down to a node of a larger height 
(in each iteration). In the iteration (Steps 16-30), the algo-
rithm always chooses the child node with a smaller
value to move. When a request e,) is moved down by
one level, its per-period workload size is modified (Step 22)
because the polling period is doubled. The algorithm has to
check up whether the moving operation will result in any vi-
olation of the u-frame constraint (Steps 23-27), the ap-
pearance of any overflowed path. The values of nodes 
are modified accordingly if any request is moved to other 
nodes.

3.3. Probabilistic Guarantee for Sporadic 
Transfers

This section aims at the proposing of an evaluation 
method for the probabilistic guarantee of bulk trans-
fers. Given the arrival distributions of bulk transfers, we
could derive the average waiting time of a request and
thus provide a probabilistic guarantee for bulk trans-
fers.

Although sporadic requests include bulk and con-
trol transfers, we should focus our guarantee discus-
sions for bulk transfers because control transfers are usually 
used only in the initialization phase for USB devices. The
QH’s (and their TD’s) of sporadic requests that correspond
to bulk transfers are linked in the as
shown in Figure 2. They are serviced in a round-robin fash-
ion with a pre-determined order, where lists serviced first
are considered having higher priorities: A transaction at-
tempt by the host controller is defined as a service of a
TD. The host controller first executes a transaction at-
tempt on the TD at the head of the highest-priority list
pointed by the corresponding QH List. After the transac-

tion attempt is done, the corresponding TD is removed
from the QH list, and the host controller moves to the
QH list with the second highest priority. The host con-
troller executes a transaction attempt over the TD at the
head of each QH list one by one and then go back to 
the highest-priority QH list again when it reaches the
lowest-priority non-empty QH list. Note that TD’s are in-
serted in QH lists when their corresponding requests ar-
rive.

We propose to revise the above scheduling methodology 
in terms of a size limitation on TD’s. We shall first derive the 
mean waiting time and mean response time for TD’s without
any size limitation: That is, TD’s could have a wide range 
of fluctuations with any restriction. The behavior of spo-
radic services for bulk transfers can be modelled as a lim-
ited polling service system, where polling is a way in serv-
ing requests in a cyclic order with generally nonzero switch-
over times [ Figure 7 provides an illustration of a polling
system for EHCI. In the figure, there are QH lists ser-
viced by EHCI, where each QH list is a list of TD’s with
the same upper bound on the workload servicing time and
has the same arrival distribution. The service-switching time 
from one queue to another is defined as a reply interval (also
named as switch-over time).

Bus

Figure 7. A PollingSystem for Sporadic Trans-
fers.

Let each QH list with a virtually infinite storage ca-
pacity have an independent request stream at a
rate b, and respectively denote the LST
(Laplace-Stieltjes Transform) of the distribution func-
tion, mean and, second moment for time of 
EHCI. That is, b = and = (0). Within a fi-
nite reply interval, EHCI moves from a transaction at-
tempt of a QH list to the next non-empty QH list. Let 

and respectively denote the LST of the dis-
tribution function, mean, variance for reply in-
terval. That is, = -R* (0) and = (0) -

be the polling instant for the QH list in 
the m-th polling cycle, and the number of TD’s
in the list at time Define the joint genera-
tion function . . =
for . . . at = at
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the instant when EHCI becomes available to service 
bulk transfers in the QH list. The marginal gen-
eration function for at time is defined as 

where is the argument in . . , 1,.. . , 1).
= = . . 1,.. . ,

=
. . N

We have . . . ,

where is the probability at the instant when the
QH list is polled.

Let be the mean number of requests at the
QH list when the QH list is polled. We have =

Note that, if denotes the 
number of requests at the QH list when it is polled, then 

= We shall first derive the average length of a
QH list and then provide the average waiting time and the re-
sponse time for a sporadic request as follows:

Lemma 1 If the generation function for L,, denoted by 
is given by the time average of over the re-

generative cycle. then the mean number of requests in euch
Q H list at time of a request departure from that Q H list
is + Xb = 1).

Proof : Given the generation function =
the relationship between . . and could be 
formulated as follows [ Note that since each QH list is
identical in its characteristics, we shall work on the proof for
the first QH list directly.

- (2)
. . - . .

=
z [ l - . . ,

where . . , is the probability for the first QH list
being empty when it is polled. Based on we could have
the following formula:

The objective is to find the mean request waiting time
where = and is the LST of the dis-
tribution function for the request waiting time. Since the re-
quests left in the first QH list when a specific request of the
list is done are those that when the request is in the sys-
tem, we have the following relationship: 

- - . Z )

By differentiating each side of we have the following re-
lationship:

That is the mean number of requests in each QH list at the
time of a request departure from that QH list.

Lemma 2 The waiting for a request in QH

=

Proof : First let us derive the relation between 
. . and . . TO ex-

press . . in terms of . .
we note that . . . at =
is . . . at = plus the num-
ber of arrivals during a service time and a reply interval. The
following formula could be derived:

. , =
1

, - . . , ,

..

and . . . .
in (6). We have the following formula: 

. . =
I )

. . , . . , + . . , . . , 1 ) }

. . , 1 , 1,.. . , 1 )

=

where and 0 appear in the k-th and i-th positions of
and respectively. By differentiating each side of (7) with
respect to and having = we have the following for-

Furthermore, by differentiating the mean number of re-
quests at the first QH list when it is polled is shown as fol-
low :

. . 
=

+

1- [1-

By replacing the counterparts of (8) and (9) in and based 
on the mean request waiting time for a request can be de-
rived as follows.

+ T ( l + Xb)
-

-

Corollary 1 The mean response time for a request is

= =-+ + + Xb) +
- +

Proof : The correctness of this corollary directly follows 
from Lemma

The scheduling methodology for bulk transfers could be
further revised to have a fixed size limitation on so that

401



bulk transfers could be serviced in a more "fair" fashion.
In Section 4, we should conduct a series of experiments to
evaluate the capability of the proposed guarantee, com-
pared to various revisions of the existing methodology for
bulk transfers with different size constraints on TD's.

4. Performance Evaluation

This section is meant to access the capability of the pro-
posed methodology in guarantees for periodic and spo-
radic requests. The experiments consisted of three parts. In
the first part of experiments, we evaluated the effectiveness 
of the workload re-insertion algorithm in the utilization of
USB bandwidth. In the second part of experiments, Equation
(10)was evaluated in terms of its capability as a probabilistic

guarantee with respect to workloads with a distribution
and various revisions of the existing methodology for bulk 
transfers with different size constraints on TD's. The third
part of the experiments was to evaluate the effectiveness of 
the fixed-rate service policy and the workload re-insertion al-
gorithm in the guarantee of periodic requests when re-
alistic workloads were adopted. 

4.1. Bandwidth Utilization

4.1.1. Metrics and Workloads The purpose of this section
i s to evaluate the effectiveness of the workload re-insertion
algorithm in terms of the utilization of USB bandwidth. A
number of workloads were generated, in which the average 
number of periodic requests per workload was 20. The
width utilization of a request is defined as ,where b,
and 7500 are the per-period demand of the request in terms
of bytes, the period of the request, and the maximum number
of bytes transferred in a u-frame, respectively. The periods of 
USB 2.0 and USB 1.1 requests were randomly selected in the
ranges [lu-frame, and [lm-frame,
respectively, and request periods were of a power of 2. The
bandwidth utilization of each request was randomly selected 
in the range 55%).The payload size of a request was 
determined based on its utilization and period. 1000 work-
loads were evaluated for each period range, and their results 
were averaged. The experiments were done for a wide range 
of workloads (including protocol overheads) from 10% to
100%.

Since the objective of the workload re-insertion algorithm
was to reduce protocol overheads resulted from the fixed-rate
service, the primary metric of the experiments was the sav-
ing on the utilization of the USB bandwidth. Note that it was
not possible to have a full utilization of the USB bandwidth 
because protocol overheads always exist.

4.1.2. Experimental Results Figure 8 showed the band-
width utilization resulted from the fixed-rate service pol-
icy and the effectiveness of the workload re-insertion

P

Figure 8. USB Bandwidth Utilizations
Workloads plus Protocol Overheads 

rithm in bandwidth saving. The X-axis denotes the band-
width required for the workload in the experiment plus the
corresponding protocol overheads, and the Y-axis denotes the
bandwidth utilization of the workload in practice. The band-
width utilization for each workload plus the protocol over-
heads was listed as its upper bound for the workload for the
simplicity of comparisons in the figure. The difference be-
tween the upper bound and the bandwidth utilization of the
corresponding workload was around 8%, where the differ-
ence denoted the saving on bandwidth, resulted from work-
load re-insertion. It showed the effectiveness of the workload
re-insertion algorithm. 

4.2. Probabilistic Guarantees

0857

Figure 9. Analytical Results versus Experi-
mental Results with Variable-Sized and 
Sized

The purpose of this section was to evaluate Equation (10)
in terms of its capability as a probabilistic guarantee
with respect to workloads with a distribution and various re-
visions of the existing methodology for bulk transfers with
different size constraints on TD's. This part of the experi-
ments was further partitioned into two parts: One TD per
request (2) Multiple TD's per request.

Figure 9 shows the average waiting time of a request (or a
TD) based on Equation (10) or derived in experiments when
the size of a request had a distribution or a fixed size. As
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shown in Figure 9, the average waiting time of a request
based on Equation (10) (referred to as “Analytical Results”)
was very close to that when the size of a request was asso-
ciated with a distribution between (de-
noted as “Variable-Sized The results justify the use-
fulness of Equation (10). When each request had a fixed size

or in the experiments), the average waiting
time decreased when each request size decreased. It was be-
cause of less time for each request. In general, the
average waiting time of a request based on Equation (10) had
a larger average size and had a longer average waiting time. 

Payload Size (bytes) 
Polling (u-frames)

or Reservation

0545

(USB 2.0) (USB 2.0)
4400 4096

62.8% 2.2% 25%
(Reservation) (Reservation) (Maximum)

1 8 sporadic

Figure 10. Analytical Results versus Experi-
mental Results with a Size Constraint on TD’s

The second part of this section was to evaluate the useful-
ness of Equation (10)as a probabilistic guarantee when
we revised the existing methodology for bulk transfers with
different size constraints on For example, when a re-
quest of a size equal to arrived, the request was split 
into 3 TD’s when the size constraint was Figure 10
shows the average waiting time of a request based on Equa-
tion (10) or derived in experiments when different size con-
straints were applied or
in the experiments). In general, when the size limit in the
constraint decreased, the average waiting time of a request
increased. It was because of the sharing of the USB band-
width in a finer granularity tended to lengthen the comple-
tion time of each request (similar to the well-known general
processor sharing concept). Furthermore, the average wait-
ing times for requests with different size constraints were
very close that based on Equation (10). The results show that
Equation (10) was useful in the considerations of guar-
antees for bulk transfers.

4.3. B a n d w i d t h Reservat ions Realistic W o r k l o a d s

4.3.1. Experiment Setup and Metrics This section was
meant to evaluate the effectiveness of the fixed-rate service
policy and the workload re-insertion algorithm in the
guarantee of periodic requests when realistic workloads were
adopted. A Celeron personal computer was adopted
for experiments, where Linux (with kernel 2.4.20) and USB
2.0 and 1.1host controllers were adopted. One USB 1.1 

I Sporadic Request Request
I I I I Iard D n v e

era and one USB 2.0 camera were used to generate peri-
odic requests, and a hard drive, that generated bulk trans-
fers, was used to interfere with the services of periodic re-
quests. Let the USB 2.0 camera and the USB 1.1 camera re-
serve 62.8% and 2.2% of the total USB bandwidth (exclud-
ing protocol overheads), respectively, and the sporadic re-
quest on the hard disk might consume 25% of the total USB
bandwidth (excluding protocol overheads as well) in average.
Note that the amount of reservation for each camera was the 
real demand for the equipment, and the maximum bandwidth
utilization of the hard drive was derived based on a realis-
tic trace collected in file accesses and music playing. Their
workload characteristics were summarized in Table 1. The
primary metric for the experiments was the satisfaction level
of the reserved bandwidth for each camera, how well the
reserved bandwidth for each camera could be achieved. Each 
experiment run for 600 seconds.

Figure 11. The Bandwidth Utilization of
era 1, Camera 2 and the Hard Drive 

Experimental Results Figure 11 shows the band-
width utilization of Camera 1, Camera 2, and the disk drive
for the first 30 seconds in the experiment, where the X-axis
denoted the time elapsed so far in seconds, and the Y-axis de-
noted the percentage of the USB bandwidth utilization. The
experimental results for the rest 570 seconds were not in-
cluded because they were similar to those in Figure 11. It
was shown that the bandwidth reservations of Cameras 1 and
2 were always met even though the workload of the sporadic
request had a significant fluctuation in the bandwidth con-
sumption.
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5. Conclusion

The objective of this research is to explore the QoS-based
system design for USB 2.0 and USB 1.1device management. 
We address scheduling issues related to the mixture of data
transfers of USB 2.0 and USB 1.1 devices. We first propose
an integrated real-time driver architecture that complies with
the USB 1.1 and 2.0 specifications. A bandwidth reservation
algorithm is proposed to partition available USB bandwidth
among devices which need different attentions from the sys-
tem. A fixed-rate service approach and the corresponding 

test are presented to provide guaranteed
services to isochronous and interrupt requests, that are peri-
odic. We then propose a workload re-insertion algorithm to 
reduce protocol overheads in request insertions for the data 
structure dedicated for the USB host controllers. For
effort requests, such as that for bulk transfers, we propose
a real-time scheduling algorithm with a probabilistic perfor-
mance guarantee. The capability of the proposed scheduling 
algorithms and methodology is demonstrated by the evalua-
tion of the system overheads and system performance over 
a system prototype, for which we have very encouraging re-
sults.

For future research, we shall explore the idea and imple-
mentations of resource reservation over other common
interfaces, such as Most importantly, we would
extend the results in this study and begin to explore the
requirements of selected consumer electronics and develop

models for multi-resource reservations.
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