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Abstract 
The message-oriented pervasive middleware is 

getting considerable attentions in recent years. This 
type of middleware supports asynchronous, loosely-
coupled, and reliable communication between software 
entities. However, little research has been done on 
service discovery, activation, and failure recovery 
issues in a message-oriented pervasive middleware. In 
this paper, we propose a community-based approach 
to deal with these issues. First, we define the Pervasive 
Node and Pervasive Communities object models. 
Based on the above models, community managers 
perform the service activation and failure recovery by 
negotiating on top of SSDP+, an enhanced version of 
SSDP. Next, we evaluate the feasibility of this work by 
implementing five pervasive services that support 
autonomous service activation and failure recovery. 
Finally, experiment results on service activation time 
as well as failure recovery time are presented and 
discussed.  

 

1. Introduction 
Context-awareness has become a distinguishing 

feature of pervasive systems. Pervasive services are 
usually triggered by “context”, which characterizes 
situation of a person, place, time, or device [1]. The 
“event-triggered” nature of system behaviors make 
message-oriented (or event-based) service architecture 
becomes a major point of research interest of pervasive 
middleware in recent years [2][3][4][5]. Messaging is a 
technology that enables asynchronous, loosely-coupled, 
and reliable communication. When compared with 
other paradigms, messaging is considered more 
immediate than file transfer, better encapsulated than 
shared database, and more flexible than RPC-style 
invocation [6]. The communication mechanism of a 
message-oriented system is supported by the message-
oriented middleware (MOM). The MOM creates a 
“software bus” for integrating heterogeneous 
applications. The logical pathways between publishers 
and subscribers are called “topics”, which reside in 
the MOM. Software entities (called “nodes”) in MOM 
exchange messages via these logical pathways (see Fig. 
1). Consequently, dependencies between “nodes” are 

removed: they depend on topics instead of depending 
on each other.  

Based on the abovementioned “Node-Bus-Node” 
message-oriented architecture, the system can provide 
pervasive services by chaining nodes and topics 
together. For instance, node A, B, C, D, and F in Fig. 1 
collectively provide an “adaptive air conditioner” 
service. In this service, node A and B are software 
adapter to wireless temperature sensors, node C is the 
context interpreter which transforms raw sensor data 
into high-level semantic context data, node D decides 
the commands to be taken by performing logical 
reasoning based on the acquired context data, and 
finally node F is responsible for controlling fans or air-
pumps based on the commands issued by D. 

 
Fig. 1: The Node-Bus-Node architecture 

Adopting the message-oriented architecture in 
pervasive environments provides several benefits. First, 
this architecture comes up with unified abstractions of 
node behaviors. More specifically, all node behaviors 
can be reduced to three atomic forms: to receive 
messages, to process messages, and to send messages. 
Second, nodes are easy to mock and test. Consider 
node E in Fig.1, it can be tested separately without 
sensor node (node A) by using a mock node sending 
fake sensor messages. Finally, due to the loosely 
coupled nature, the failures of nodes are isolated. In 
Fig.1, if node A fails, other nodes are not affected. 

Despite these advantages, to create a robust 
message-oriented pervasive system, there are still 
many issues to be explored: 
1. The loosely-coupled nature of message-oriented 

architecture does not guarantee the availability of 



a device. For example, the “adaptive air 
conditioner” service will be unavailable if node C, 
D, or F fails. 

2. Inappropriate activation of node causes Feature 
Interaction Problems [7]. If there are two instances 
of node D, then each command is issued twice, 
resulting in unexpected system behaviors. 

3. It is tedious and error prone to maintain the state 
and lifecycle of nodes with human labors. 
Activating a service means to start up each 
participating node. Some of these nodes are 
required by two or more services at the same time 
while others’ behaviors are conflicting. 

4. The message-oriented architecture does not deal 
with service discovery, which is an essential 
requirement in a highly dynamic pervasive 
environment. 

The objective of this work is to deal with the 
challenges listed above. We begin by defining a 
Pervasive Node object model for message-oriented 
pervasive system, and then propose a community-
based service activation and failure recovery 
mechanism on top of the object model. In order not to 
reinvent the wheel, we realize the above functionalities 
by extending portions of the SSDP (Simple Service 
Discovery Protocol) protocol stack, which is part of 
UPnP (Universal Plug and Play) [8], an ISO/IEC home 
networking protocol standard (ISO/IEC 29341) [9]. 
The reason for choosing SSDP/UPnP is three fold: (a) 
it is one of the few dynamic service discovery 
protocols that do not need a dedicated and centralized 
service registry [10], which is more feasible in a 
pervasive environment. (b) SSDP/UPnP is platform 
and language independent, as it is based on 
SOAP/HTTP protocol. (c) SSDP/UPnP is an ISO 
standard. The major weakness of SSDP is that it does 
not support property-based service lookup. In this 
paper, we also address this problem by enhancing 
SSDP with a key-value based service lookup 
mechanism. 

The organization of the rest of this paper is as 
follows. In section 2 and section 3, we present the 
object models of Pervasive Node and Pervasive 
Communities, which provide proper contexts for 
successive discussions. In Section 4, we describe how 
to realize autonomous service activation and failure 
recovery by enhancing SSDP protocol. Section 5 
shows the implementation and evaluation results of 
this work. Section 6 compares the proposed approach 
to related works. Finally, conclusions are presented 
and suggestions are made for further research. 
 

2. The Pervasive Node object model 
Before entering into detailed discussions of 

proposed mechanisms, we propose a Pervasive Node 
object model for a message-oriented pervasive 
middleware (see Fig.2). In this model, we will use the 
term “Pervasive Node” to refer to an atomic software 
entity in a message-oriented pervasive middleware. 

 
Fig. 2: The Pervasive Node object model 

As illustrated in Fig.2, there are two subtypes of 
Pervasive Node: Kernel Node and Service Node. 
Kernel Nodes are designed for administrative purposes. 
For example, the PSM (Pervasive Service Manager) 
and PHM (Pervasive Host Manager) perform node 
administration tasks instead of providing service to the 
user. We will discuss PSM and PHM in more detail in 
section 3. On the other hand, Service Node is the basic 
component of a pervasive service. In Fig.1, nodes A~F 
are classified as Service Nodes. We can further 
classify Service Node into 3 sub-categories according 
to their behaviors:  
1. Sensor Node is used to specify the Service Node 

that is capable of sending messages.  
2. Actuator Node is used to specify the Service Node 

that is capable of receiving messages. 
3. Process Node is used to specify the Service Node 

that is capable of both sending and receiving 
messages. 

 
Fig. 3: States of a Pervasive Node 



It is noteworthy that the names of sub-categories 
imply the primary behavior of nodes. Take nodes in 
Fig.1 as an example, node A and B are Sensor Nodes, 
which bridge to hardware sensors and always send 
messages to the SENSOR topic. Similarly, Node C and 
D are Process Nodes that encapsulate logics of 
message processing. 

Fig.3 indicates the lifecycle of a Pervasive Node. 
Since a node is a software entity, it has to be installed 
on a host machine. The installation procedure includes: 
(a) place binaries of the Pervasive Node in a pre-
defined file directory, and (b) register its metadata to 
PSMR (Pervasive Service Metadata Registry, we will 
discuss PSMR in more detail in section 3). After being 
installed, a node enters the “installed” state. Next the 
node can be loaded into main memory, starting in 
“dormant” state. Note that a node is “discoverable” in 
an UPnP network in dormant state, but it does not 
perform any message-processing task. A node enters 
“active” state when it is activated. Similarly, nodes can 
be removed out of memory by a “shutdown” service 
call, or fall back to “dormant” state by a “rest” service 
call. Having discussed about the Pervasive Node object 
model, now we are able to develop the concept of two 
interrelated virtual communities, which is taken up in 
the next section. 
 

TABLE 1: Virtual Communities in Fig.1. 
Community Name Community 

Type 
Community 
Members  

Sensor Map Service Pervasive Service 
Community 

A, E 

Adaptive Air 
Conditioner Service 

Pervasive Service 
Community 

A, B, C, D, F 

Server 1 Pervasive Host 
Community 

A, B 

Server 2 Pervasive Host 
Community 

C, D, F 

Server 3 Pervasive Host 
Community 

E 

3. Architecture of pervasive communities 
In this paper, we define the term “pervasive 

community” as a collection of Service Nodes, which is 
meaningful for a specific task. To put it more precisely, 
two pervasive communities co-exist in a message-
oriented pervasive system: From users’ point of view, 
the “Pervasive Service Community (PSC)” consists of 
one or more nodes that collectively provide a pervasive 
service to user; from the system administrator’s point 
of view, the “Pervasive Host Community (PHC)” 
means the collection of nodes that co-locates in the 
same computing device. Note that members of these 
communities are overlapped. Consider the system 
depicted in Fig.1, besides “adaptive air conditioner” 
service, node A and node E collectively forms a 

“Sensor Map” service. If we deploy these nodes in 3 
distributed computing devices, namely, server 1, server 
2, and server 3, then there will be 2 PSC and 3 PHC in 
this system (see Table 1). PSC is meaningful to service 
user, since the users only care about the availability of 
services instead of the underlying locality of nodes. 
Instead, system administrators are mainly interested in 
PHC, since a computing device is usually the unit of 
maintenance. In the following subsections, we will 
examine the architecture of PSC and PHC from both 
structural view and operational view. 

 
Fig. 4: The structure of a Pervasive Service Community.  

3.1. Structural view of PSC and PHC 
In short, PSC is a group of Service Nodes that 

collectively provide a pervasive service to the user. In 
Fig.4 we can see the structure of a PSC. Each PSC is 
composed of one or more Service Nodes. These PSCs 
are managed by a Pervasive Service Manager (PSM). 
PSM activates and manages its community members 
according to a PSDL (Pervasive Service Description 
Language). The PSDL keeps track of the 
corresponding service nodes needed by a pervasive 
service, including their criteria, the number of 
instances, restrictions and other information. Note that 
except from PSM, all members of PSC are dynamic. 
PSM is responsible for selecting Service Nodes that 
most fit the criteria specified in PSDL during runtime.  

 
Fig. 5: The structure of a Pervasive Host Community. 

As sketched in Fig.5, a PHC contains many 
Services Nodes located in the same machine in 
addition to a PHM that manages the lifecycle of these 
Services Nodes. Each node, after their installation in 



the machine, registers their metadata to the PSMR, so 
that they can be enquired for. 
3.2. Operational view of PSC and PHC 

Now we will take a closer look at the collaboration 
between PSM and PHM when the system activates a 
pervasive service. Note that we focus on presenting 
overall ideas that facilitates service activation and 
failure recovery here. The protocol-level mechanisms 
are examined further in section 4. 

 
 

 
Fig. 6: Interactions between PSM, PHM and Service Nodes when 
activating Sensor Map service. 

 

The UML activity diagram in Fig.6 shows the 
interaction s between PSM, PHM and Service Nodes 
when activating Sensor Map service. To activate a 
service, The PSM will first issue discovery requests to 
find its community members, that is, Service Nodes 
listed on PSDL (i.e. node A and node E). PHM 
receives the discover requests and does service 
matching with the members located in the same host. If 
there is a match, PHM will load the node, starting in 
dormant state. Finally, after PSM finds out all its 
community members, it will issue commands to 
activate all Service Nodes at once. The pervasive 
service is now available. We will use the term 
“operative” to denote the state of a service when all 
Service Nodes listed in PSDL are properly activated.  

After a service is operative, PSM is responsible for 
ensuring all members in its community are in active 
state. If one of them fails, then the service is “in-
operative”. In this case, PSM will perform a failure 
recovery operation. Fig.7 indicates the interactions 
between PSM, PHM and nodes when performing fail 
recovery operation on the Sensor Map service. In Fig.7, 
PSM will notice that the node A, one of its service 
community members, fails. PSM will first try to use 
the nodes that are already loaded (i.e. in dormant or in 
activate state), since loading a service from disk to 
memory takes longer time than just activating a node 
that is already in memory. Therefore, the Sensor Map 

PSM detects there is another node G matches its 
criteria and activates it. Assume that the node G is 
unstable and also fails after a short period of time and 
PSM can not find any loaded nodes; on that occasion 
the PSM will try to re-perform the service activation 
procedure mentioned above (see Fig.7, step 3-7). If 
PSM still can not find the needed nodes, then the 
service can not be recovered and PSM will have to 
report an error. 

There are some details needs to be further elaborated, 
such as how does a PSM aware of the existences of 
other PHMs, what is the underlying negotiate 
mechanism, and what if there are multiple qualified 
Service Nodes found. These questions are to be 
addressed in the next section. 

 
Fig. 7: Interactions between PSM, PHM and Service Nodes when 
perform failure recovery procedure of the Sensor Map service. 
4. Autonomous service activation and 

failure recovery 
This section introduces the design of service 

activation and failure recovery in protocol-level. As 
mentioned in section 1, UPnP is chosen as a backbone 
not only due to it is an ISO/IEC standard, but also 
because of its extensibility and de-centralized nature. 
In the following, we will first introduce preliminaries 
of UPnP and attempt to project UPnP Device 
Architecture to the Pervasive Node object model. 
Based on these observations, we propose an additional 
SSDP message type (SSDP+: phc-discover) and the 
pseudo-code that realize autonomous service activation 
and failure recovery in a pervasive environment. 

 

4.1. UPnP and SSDP preliminaries 
The UPnP Device Architecture is revealed in Fig.8. 

An UPnP Device is composed of a set of Services, and 
each UPnP Service provides a set of Actions. It is also 



legal for an UPnP Device to contain another UPnP 
Device (see Fig.8, the bottom right block), which also 
contains a set of UPnP Services and Actions. The 
client of UPnP Devices is called a Control Point. A 
software entity that plays the role Control Point can 
also be an UPnP Device.  
 

 
Fig. 8: The UPnP Device Architecture 

 

In this work, we project the UPnP Device 
Architecture to the Pervasive Node object model 
proposed in section 2 by treating each Pervasive Node 
as an UPnP Device. The Kernel Nodes (PSM and 
PHM) are both Control Points and UPnP Devices. It 
must be noted that the UPnP Service is different from 
the Pervasive Service: An UPnP Service always hosts 
in an UPnP Device, while a Pervasive Service consists 
of a collection of Pervasive Nodes, which are UPnP 
Devices.  
 

 
Fig. 9: The UPnP Protocol Stack 

 

The UPnP Device Architecture is constructed on top 
of a stack of protocols (see Fig.9). Here we will focus 
our attention on SSDP. SSDP operates using 
HTTPMU, (HTTP Multicast over UDP). Multicast is a 
method of forwarding IP datagrams to a group of 
interested receivers via a set of predefined multicast 
addresses. By default, SSDP uses the address 
239.255.255.250:1900. 

SSDP is a simple yet effective dynamic service 
discovery protocol. It extends HTTP with two message 
types: Notify and M-Search. There are three kinds of 
SSDP primitive actions: 
1. ssdp:alive: announces the presence of a UPnP 

Device by using a HTTP Notify message. 
2. ssdp:byebye: announces that a device has left the 

network by using a HTTP Notify message. 
3. ssdp:discover: finds an UPnP Device that meets 

certain service type specified in the ST (Search 
Target, see Fig.10) header in a M-Search HTTP 
message. The matching device then replies by 
sending back a standard HTTP Response message.  

It is noteworthy that since all participants of UPnP 
network communicate via a multicast address, hence 
no central registry is required. However, it is possible 
that a device fails without sending a “ssdp:byebye” 
message. Therefore when issuing a “ssdp:alive” or a 
response message, the device attaches information of 
valid time period by using a HTTP “Cache-Control” 
header (see  the bottom part of Fig.10). After this time 
period, the presence announcement becomes invalid. 

 

 
Fig. 10:  Examples of a “ssdp:discover” and its response message 

 

4.2. Realizing service activation and failure 
recovery 

There are several design issues in order to realize 
service activation and failure recovery in an UPnP 
network. First, the original “ssdp:discover” action is 
unable to carry out the service activation operation. 
Typically, after an UPnP Device receives a 
“ssdp:discover” message, it determines if itself is the 
search target by looking up the ST header. However, 
as indicates in Fig. 6, the purpose of discover in step 1 
is to search the members of community that is 
managed by PHM instead of PHM itself. As a result, 
we have to define a new SSDP message type to enable 
the search of PHC. Second, SSDP only supports search 
by device type or service type, which is insufficient to 
provide more sophisticated service discovery. For 
instance, the searcher can find the Smart Display by 
specifying service type. Nevertheless, it can not 
specify the search criteria such as the screen size or the 
resolution of the display. Finally, the abovementioned 
extension should be compatible with original UPnP 
Network, that is, the extension of SSDP message 
framework and the design of PHM should not interfere 
with original operations of existing UPnP Devices. 

 

We propose an additional SSDP action, “ssdp+:phc-
dicsover”, to deal with the design issues mentioned 
above. This SSDP action is very similar to 
“ssdp:discover” action. As Fig.11 shows, we modify 
the MAN header to indicate that it is a new action type. 



In addition, a new header, CRITERIA, is added to 
support the property-based lookup. In a CRITERIA 
header, the key-value pairs are separated by a comma. 
In our current design, the comma represents an “and” 
relation In other words, a Service Node is matched if 
and only if it fulfills all requirement specified by the 
key-value pairs. Take Fig.11 for example, this SSDP 
message is a “ssdp+:phc-dicsover” action (in MAN),  
it searches for a light device type (in ST), and its 
search criteria are : light id equals to 21 and located in 
living room (in CRITERIA). 

 
Fig. 11:  “ssdp+:phc-discover” 

Fig.12 to Fig.14 is a series of three diagrams 
illustrating pseudo codes for implementing service 
activation and failure recovery of PSM. The 
FindServiceNode procedure in Fig.12 is reused by 
AutonomousServiceActivation (Fig.13) and 
AutonomousFailRecovery (Fig.14). The input 
parameter of FindServiceNode is 
ServiceNodeDescriptor, which contains required 
information to perform service matching. Typically 
this information can be extracted from PSDL (see 
section 3.1). The output parameters contain a list of 
Service Nodes (ServiceNode[]) as well as a flag 
indicating the search result. According to the input 
ServiceNodeDescriptor, the FindServiceNode 
procedure performs a SSDP discover, if there is no 
matching service, then it will ask PHM to search its 
members by sending a “ssdp+:phc-discover” message. 

There are two stages in a 
AutonomousServiceActivation procedure. In the first 
stage, the PSM extracts a list of 
ServiceNodeDescriptor from PSDL. For each 
ServiceNodeDescriptor, PSM use the 
FindServiceNode procedure to find its community 
members. After each iteration, PSM records the search 
results in a buffer called ServiceNodeTable. This table 
is an internal data structure used to track status of 
Service Nodes in a PSC. In the second stage, PSM 
validates Service Nodes records at ServiceNodeTable 
to prevent conflicting behaviors. If more than one 
matching service is founded, PSM will also select one 
of them based on predefined rules. Notice that 
resolving feature interaction and the optimization 
mechanisms used to select Pervasive Nodes are out of 
the scope of this work. Here we only aim to provide a 
framework for these mechanisms. In our current work, 
we assume that all service confliction are specified by 
the developer. When there are multiple Service Nodes 

candidates, the PSM will take the first-fit approach. 
AutonomousFailRecovery is very similar to service 
activation except that the service needs to reactivate is 
known in advance. Therefore the FindServiceNode 
procedure will only apply to the ServiceNode that fails. 

 
Fig. 12:  Pseudo code of FindServiceNode procedure 

 

 
Fig. 13:  Pseudo code of AutonomousServiceActivation procedure 

 

Fig. 14:  Pseudo code of AutonomousFailRecovery procedure 

5. Implementation and evaluation 
We implement the prototype platform mainly based 

on JDK 6.0. Some nodes are implemented with C# and 



others in C++. We use ActiveMQ 4.1.1 [11], an open 
source MOM as the message exchange platform. 
ActiveMQ   uses a cross-platform messaging protocol, 
and supports several programming languages such as 
C, C++, C#, and Java. Therefore a PSC can be  
composed of Service Nodes implemented by means of 
heterogeneous technologies. This ability is important 
in developing pervasive applications. For instance, the 
real-time image-processing components are better 
implemented with C or C++ while server-side 
components are usually implemented with Java 
language. The cross-platform interoperability is an 
inherited nature of the message-oriented applications, 
which is very hard to achieve in other application 
model. To support UPnP, we use Intel UPnP SDK[12] 
for C# and C++ based Pervasive Nodes, and Java-
based Pervasive Nodes are developed with Cyberlink 
UPnP for Java[13]. The middleware and all Pervasive 
Nodes are distributed on three P4/1GHz mini-PC with 
1GB memory. 

We verify the feasibility of the proposed 
mechanisms by developing five pervasive services (see 
Fig. 15, Table 2, and Table 3). Table 2 shows all 
Service Nodes deployed in the experiment 
environments. These nodes are located in three 
different hosts (H1, H2 and H3), each host has a PHM. 
Table 3 lists required service types and criteria of 
pervasive services. Notice that there are five PSCs and 
three PHCs in this experiment. Some service types 
have several node instances. Therefore the PSM can 
choose one of them, as the ValidateAndSelect() 
indicates in the AutonomousServiceActivation 
procedure (see Fig.13). For instance, the “adaptive air 
conditioner” service requires service type S1, P3 and 
A2. There are two nodes with service type S1 (PL-
2303 and Taroko), hence the PSM can activate one of 
them when performing autonomous service activation. 

As indicated in Fig.13 and Fig.14, PHM loads all 
matching Service Nodes after receiving a SSDP+ 
search request. Take PS4 (see Table 3) as an example, 
PHM loads both Taroko and PL-2303, and we assume 
that PSM chooses to activate Taroko. In this case, PL-
2303 is redundant. If we destroy one of them, PSM 
performs a “hot-recovery” operation: it activates PL-
2303 instead of reloading Taroko. If both Taroko and 
PL-2303 are failed, then PSM will perform a “cold-
recovery”: loading both PL-2303 and Taroko, and then 
activates one of them. 

The experiment consists of three scenarios. Initially, 
only five PSM instances and three PHM instances are 
activated. We can obtain the “service activation time” 
by measuring the time from the experiment starts to the 
time when all services are available. Next, we measure 
the “hot-recovery time” of PS1, PS2, PS4, and PS5 by 

turning down Service Nodes that have at least one 
redundant node of the same service type. PS3 is not 
tested since it does not have redundant nodes. Finally, 
for all pervasive services, we measure their “cold-
recovery time” by turning down a Service Node that 
does not have a redundant backup.  

TABLE 2: Implemented Service Nodes 
Node Name Type 

ID 
Type / Criteria 

Name 
Host

PL-2303 Sensor Adapter S1 Wireless Sensor 
Node 

H1 

Taroko Sensor Adapter  S1 Wireless Sensor 
Node 

H1 

Ekahau Position Engine 
Adapter  

S2 Location Detector H2 

Smart Floor Adapter S2 Location Detector H1 
AXIS 207MW Network 
Camera Adapter 

S3 Fall Detector H1 

Control and Monitoring 
Web Application 

A1 Web Application 
Server 

H2 

Home Appliance 
Controller 

A2 Home Appliance 
Controller 

H2 

Smart Display A A31 Smart Display, 
location=livingroom

H1 

Smart Display B A32 Smart Display, 
location =studyroom

H2 

Smart Display C A33 Smart Display, 
location =kitchen 

H3 

Short Message System 
Gateway 

A4 SMS H2 

Media Follow Me Logic P1 Logic, name= Media 
Follow Me 

H3 

Fall Detection Logic P2 Logic, name= Fall 
Detection 

H3 

Air Conditioner Logic P3 Logic, name= Air 
Conditioner 

H3 

Burglar Detection Logic P4 Logic, 
name=Burglar 

H3 

 

TABLE 3: Pervasive Services 
Service 
ID 

Service Community Name Community Members 
Type ID 

PS1 Web-based Control and 
Monitoring 

S1, A1, A2 

PS2 Media Follow Me S2, P1, A31, A32, A33 
PS3 Fall Detection Alert S3, P2, A2, A4 
PS4 Adaptive Air Conditioner S1, P3, A2 
PS5 Burglar Detection Alert S1, P4, A2, A4 

Table 4 shows the experiment results. In this 
experiment, each test is performed ten times. ASAT is 
the average time needed to start a service using the 
proposed autonomous service activation. HFRT is the 
average time to perform hot failure recovery, Wait 
Time is the timer we set for HFRT and CFRT so that 
the PSM can detect the failure, discover and activate 
the backup service, if no timer was set, the PSM 
wouldn’t know the existence of the backup service and 
would perform cold failure recovery directly. Finally 
CFRT is the average time to perform cold failure 
recovery. Notice that average HFRT, excluding the 
Wait Time, is much lower than CFRT. In a multiple 



services environment the system availability will 
increase. This is because more loaded nodes mean 
there are more redundant nodes. Also note that there is 
a slight increase of ASAT when the number of nodes 
in a PSC increases, on the other hand, HFRT and 
CFRT are not highly related to the number of nodes. 

 

TABLE 4: Experiments Results: Avg. ASAT=Average Autonomous 
Service Activation Time, Avg. HFRT=Average Hot Failure 

Recovery Time, Wait Time = Wait Time for HFRT, CFRT=Average 
Cold Failure Recovery Time.  

Svc 
ID 

Avg. 
ASAT 
(ms) 

Avg. 
HFRT 
(ms) 

Fixed 
HFRT 
Wait 
Time  
(ms) 

Avg. 
CFRT 
(ms) 
 

Fixed 
CFRT 
Wait 
Time  
(ms) 

PS1 4347 5016 5000 7016 3500 
PS2 6778 6016 6000 5544 3500 
PS3 4525 -- -- 4869 3500 
PS4 4335 5032 5000 5531 3500 
PS5 5381 5016 5000 5352 3500 
 

6. Related works 
Many service discovery systems have been designed 

to support interaction between heterogeneous devices 
in a pervasive environment. Among them, Jini[14], 
UPnP, SLP[15] and Salutation[16] are the most 
discussed. The SSDP of UPnP differs from other 
service discovery protocols in that it uses a 
decentralized approach which is preferred in a 
pervasive environment. The above mentioned 
protocols allows failure detection either by using 
polling mechanism or monitoring periodic 
announcements, but none of them support automatic 
recovery after failure detection, since discovery 
systems generally expect application software to 
initiate recovery, guided by an application-level 
persistence policy [17]. The protocol described in this 
work has carried out the recovery part relieving the 
pervasive services designers’ work. 
7. Conclusion 

We have presented a community-based service 
activation and failure recovery mechanism for a 
message-oriented pervasive middleware. First, we 
define the structure and life-cycle of an atomic 
software entity, that is, a Pervasive Node. Second, we 
introduce two types of pervasive community, PSC and 
PHC, from both structural and behavioral perspectives. 
We enhance SSDP by adding an additional message 
type: “ssdp+:phc-discover”. Next, the pseudo code of 
PSM and PHM is provided to illustrate how PSM and 
PHM cooperatively provide service activation and 
failure recovery mechanism at run-time. Finally, we 
evaluate the feasibility of this work by developing 
several pervasive services for two dissimilar demo 
sites as well as carry out experiments on failure 
recovery time.  

There are still many important issues not addressed 
in this paper, for example, we only provide a 
framework to resolve the service optimization [18] and 
feature interaction problems. In addition, the failure 
recovery is only applied to the Service Nodes. The 
recovery methods for Kernel Nodes such as PSM and 
PHM will be explored in the future research. Besides, 
we are also investigating the scalability issues of UPnP. 
In a heavy-loaded network, UDP is very likely to lose 
a lot of packets and causing SSDP to become 
inefficient. We are therefore planning to enhance 
UPnP by replacing original UDP by a “reliable UDP” 
protocol stack such as JGroup [19] in the future.  
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