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Abstract—In this paper, a methodology for parallelizing boundary-
element-method (BEM) solvers that employ either the multipole or
the FFT algorithms are presented. The basic idea is to parallelize the
process of creating the preconditioner that is required to efficiently
solving the system iteratively. Two simulated case studies are
presented. The comparisons of the performances between three
parallelization approaches, which use different models to balance the
load, are also presented. The simulated results of a testing sphere
structure, whose BEM panels are uniformly distributed, show that
the computation time can be effectively reduced by parallel processing
without any compromise in accuracy. Furthermore, our proposed
approaches also achieve better speed-ups than previous works for
a field-emission device whose BEM panels are highly non-uniformly
distributed.
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1. INTRODUCTION

Electrostatic computations, such as capacitance and electrostatic
field/force calculations, are vital for modeling of electron devices
and microelectromechanical systems (MEMS). The boundary-element-
method (BEM) is widely used to implement capacitance/electrostatic
solvers [1, 2] because it avoids meshing the open space that surrounds
the simulated structures (conductors/dielectrics). Various BEM
electrostatic solvers have been developed during the past years. Most
of these solvers employ hierarchical approximation methods such as
the multipole or the FFT algorithms [3–7] for constructing sparse-like
system matrices, and require adequate pre-conditioning matrices for
smoothly solving the system matrices using iterative methods [8, 9].

The computational costs of these approaches become very
expensive as the geometries of simulated devices are complicated.
One of the best ways to reduce the total computational time is to
employ parallelization techniques. There have been many works on
parallelizing the FFT or the multipole algorithms for BEM electrostatic
solvers. For the FFT approaches, Aluru et al. parallelized the matrix-
vector product step for the precorrected FFT (P-FFT) algorithm [10]
using the IBM SP2. Li et al. [11] proposed a parallelization algorithm
based on the incident angles of scattering problems, and showed that
the performance of this approach is better than parallelizing the P-FFT
algorithm.

For the multipole approaches, Wang et al. [12] parallelized the fast
multipole algorithm on a Transputer network. The parallel calculations
are implemented by balancing the workload in every level of cubes and
using the pipeline communication mode. Yuan et al. [13] proposed a
generalized cost function model that can be used to accurately measure
the workload of each cube. Also, two adaptive partitioning schemes
for balancing the load were presented in the work, and the results on
a variety of platforms were also reported.

In this paper, instead of parallelizing the multipole or the
FFT algorithm, we focus on parallelizing the process of creating
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the preconditioners that will be used for iteratively solving the
BEM system matrices. It is well-known that one of the main
bottlenecks for many BEM calculations is related to the solutions
of the large dense and nonsymmetric system matrices. Therefore,
iterative methods (such as GMRES [9]) for solving nonsymmetric
linear systems are- usually employed. Furthermore, preconditioning
techniques are frequently essential for iterative methods to converge
within a reasonable number of iterations, especially for the cases
that small and large structures co-exist in the same simulated model
[7, 14, 15] (e.g., in the same model, the size of the largest BEM panel
and the size of the smallest BEM panel differ significantly).

The multipole and the FFT algorithms require the process
of partitioning the whole computational domain into many small
subdomains when the BEM system matrices are constructed. The
performance of creating a preconditioner heavily depends on how
the computational domain is partitioned. Typically, if the whole
computational domain is divided into a smaller number of subdomains
(i.e., a lower partitioning depth), the size of the smallest subdomain is
larger, which in turn results in larger sizes of the submatrices which are
required to be inverted for creating a preconditioner matrix. Therefore,
the overall computational bottleneck frequently occurs at the step of
creating the preconditioner [16] for the cases with lower partitioning
depths. On the other hand, with a higher partitioning depth, the
computational cost for creating the preconditioner usually decreases.
However, simulations with higher partitioning depths usually give
worse accuracy because some of the BEM panels might be larger than
(or comparable to) the size of the smallest subdomains [15].

By using the MPI functionality [17, 18], we parallelize the
preconditioned BEM solver Fastlap [4] that employs the multipole
technique for solving general three-dimensional Laplace problems. The
preconditioner of the Fastlap is computed by inverting a group of
submatrices extracted from the BEM system matrix. Three different
methods for parallelizing the preconditioner calculations are proposed.
We also formulate a cost model that accounts for the costs of submatrix
inversion and the network transmission. Two different devices, a
testing sphere and a field-emission device, are simulated using a PC
cluster installed with the Linux operation system and the MPI library.

2. MATHEMATICAL BACKGROUND

2.1. Problem Formulation Using BEM

In this work, we consider the first-kind integral equation of the
potential theory for a single-layer surface charge density that is



814 Yang and Tang

generated by the solution of the exterior Dirichlet problem 0 [19]. The
surface charge density σ satisfies the integral equation:

ψ(x) =
∫

surfaces

σ(x′)
1

4πε0‖x− x′‖
da′, x ∈ surfaces. (1)

where ψr(x) is the surface potential, σ is the surface charge density, da′
is incremental surface area, x, x′ ∈ R3, and ‖x‖ is the Euclidean length
of x given by

√
x2

1 + x2
2 + x3

3. We can compute an approximation of σ
by assuming that a charge qi on the i-th panel is uniformly distributed
at its centroid (the piece-wise constant collocation scheme). Equation
(1) can then be formulated as [8]:

Pq = p (2)

where P ∈ Rn×n is the system matrix, q×Rn is the vector of unknown
panel charges, p ∈ Rn is the vector of known panel potentials, and

Pij =
1
aj

∫

panelj

1
4πε0‖xi − x′‖

da′ (3)

where xi is the center of the i-th panel and aj is the area of the j-
th panel. The unknown charge vector q can be obtained by iteratively
solving Equation (2), and the charge density σ can be obtained directly
from qi. Because the potential on each panel is affected by the surface
charges on all the other panels, the matrix P is a dense matrix. Given
N panels, the cost of forming P is O(N2). When an iterative method
is used to solve (2), the cost of computing the dense matrix-vector
products for each iteration is O(N2) [8]. The acceleration technique in
the Fastlap is to use the multipole method for fast evaluation of each
matrix-vector product with cost O(N). The details of the multipole
algorithm can be found in [20].

2.2. Iterative Method and Preconditioner

The Fastlap solves Equation (2) using an iterative method called
GMRES [9]. This method evaluates the next candidate of solution
from all the residuals in previous iterations. The new iterate qi+1 for
each iteration step (except the first one) is:

qi+1 = q0 + zi+1, i = 0, 1, · · · , N − 2 (4)



Preconditioned boundary-element-method solvers 815

where q0 is the initial guess, and zi+1 is a vector in the space of the
Krylov vectors. The Pqk in each iteration is accelerated by the fast
multipole algorithm [20]. Besides, a preconditioner matrix A is used
to increase the convergence rate. Equation (2) is multiplied by the
preconditioner A on both sides:

AP q = Ap (5)

where the preconditioner matrix A is computed by inverting a sequence
of submatrices extracted from the P matrix, as shown in Fig. 1.
Typically, the A matrix is close to P

−1
[8]. The size of each

submatrix is strongly dependent on the partitioning depth and the
panel distribution. Usually the sizes of submatrices become bigger
when partitioning depth decreases. The cost of inverting these
submatrices by Gauss elimination is O(N3

S), where NS is the size
of each submatrix. It is clear that the overall computational cost
will be detrimentally affected if some of NS are relatively large (e.g.,
a few hundreds). On the other hand, as the partitioning depth
increases, the efficiency of inverting submatrices increases, while the
error of iteratively solving (10) might also increase because some of
the BEM Panels will be larger than (or comparable to) the size of
the smallest sub-domains. Therefore, if the preconditioning strategy
can be parallelized, the computational time can be effectively reduced
without compromise in accuracy at the conditions of small partitioning
depths.

Figure 1. The schematic of forming the pre-conditioner matrix A

from system matrix P .
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3. PARALLELIZATION OF PRECONDITIONER
CONSTRUCTION

3.1. Preliminary Parallelization Implementation: Without
Load Balance

The preconditioner is in fact a collection of the inversions of the
submatrices that are originally extracted from the BEM system matrix.
Inverting those submatrices is the most expensive step in the process
of creating a preconditioner, especially when the partitioning depth
is small or the BEM panel distribution is non-uniform. Our first
parallelization approach is to distribute those submatrices to different
nodes of a PC cluster for inverting, based on the sequence in which
those submatrices are extracted from the system matrix (i.e., this
sequence is strongly dependent on how the fast-multipole algorithm
hierarchically divides the computational domain into smaller cubes).
Each node of the PC cluster computes its own received submatrices
and sends the results to a server node after the computations are done.
Finally, the server node constructs the preconditioner based on those
inverted submatrices.

3.2. Parallelization with Load Balance: Sorting Based on
Submatrix Sizes

The computing times for inverting the submatrices usually differ
significantly since the sizes of the submatrices are different, especially
for the cases with non-uniform distribution of panels. As a result,
we rearrange the sequence of distributing the submatrices to cluster
nodes based on the sizes of the submatrices (sorting). After the
rearrangement, the n-th sub-matrix is assigned to the processor n
(or the remainder of n divided by NP , (n mod NP ), where NP

is the number of processors). Fig. 2 shows how the performance
can be improved after the rearrangement. Consider a system with
six submatrices of different sizes. Fig. 2(a) indicates that only one
processor (P0) is used to compute the submatrices (i.e., without
parallelization). The computational costs of the submatrices are
indicated with different shades. The total required computational
cost is 12 units. Fig. 2(b) indicates that if the submatrices are
distributed to the two nodes without rearranging their orders, the
required computing time is not optimal. Fig. 2(c) shows that if the
submatrices are distributed to the nodes after rearrangement (sorting),
the performance may reach the maximum (an ideal case). Note that in
this work the sequence of distributing submatrices is sorted by using
the quick sort algorithm whose computational cost is O(Nsub logNsub),
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Figure 2. (a) Given six sub-matrices of different sizes (different
required computing times). It costs 12 units by one processor. (b)
and (c) show the total computing times by two nodes without and
with rearranging the distributing sequences.

where Nsub is the total number of submatrices. Our study shows that
this cost is negligible (less than 0.1% of the total computation time)
in the overall computation even for the case when the partition depth
is equal to 5.

3.3. Parallelization with Load Balance: Sorting Based on
Cost Model

The parallelization based on the submatrix sizes described in previous
subsection might not be ideal for many cases. First of all, since the
cost of inverting a dense matrix with size N by the Gauss elimination
is O(N3), distributing submatrices based on their matrix sizes, which
implies an O(N) cost for inverting, is possibly inadequate. Secondly,
this method will easily results in unbalanced load for the cases that
BEM panels are highly non-uniformly distributed since the sizes of
the submatrices differ significantly [22]. Therefore, we propose a cost
model to estimate the computation cost of each submatrices. The cost
of inverting the i-th submatrix is defined as

c(i) = (Ns(i))
3 +Kn × (Ns(i))

2 (6)
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where Ns(i) is the size of the i-th submatrix, Kn is the weighting factor.
The first term in the equation is the cost for computing the inversion,
and the second term is the cost of network communication. Note that
Kn is zero when the i-th submatrix is calculated by the server of the
PC cluster, because no network communication is required. A larger
weighting factor Kn indicates a higher cost of network communication,
and vice versa. The typical value of Ns(i) is greater than 100 for
a partition depth that is 3 or less. Therefore, the second term
of Equation (6) is insignificant unless Kn is on the same order of
magnitude of Ns(i). Our preliminary numerical experiments show that
the network communication of our PC cluster is efficient enough (i.e.,
Kn is close to unit) so that the second term of Equation (6) can be
neglected. The algorithm with the load balance is briefly summarized
in Fig. 3.

4. RESULTS AND DISCUSSION

We parallelize the Fastlap by adding the MPICH functionality into
the original source code. Since we only focus on the parallelization
of the inversion computation for creating preconditioner, only a mild
modification on the source code is required. In this section, we
present the simulated results using different parallelization approaches
described in previous section. All the simulations were performed on an
eight-node PC cluster. Each node has an Intel Xeon 2.8 GHz processor
and 2 GB memory. These eight nodes are interconnected through a
Gigabit Ethernet network. The first simulated case is a sphere under
various boundary conditions [4], and the second case is a field emission
device [14, 15].

4.1. Case I: A Translating Sphere

This case deals with a sphere of a unit radius translating in an infinite
fluid with a unit velocity, and is the example provided in the package of
the Fastlap source code. Fig. 4 shows the (simplified) 3-D BEM model
that is discretized by equal subdivision of the polar and azimuthal
angles. A Dirichlet boundary condition is uniformly applied on the
sphere. The analytical solution is available in closed form. Fig. 5 shows
the relationship between the partitioning depths and the maximum
errors, for the cases of four different numbers of BEM panels. The
definition of the maximum error E is:

E =
max

1≤i≤ns
|simu(i)− exact(i)|

max
1≤i≤ns

|exact(i)| (7)
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Algorithm 
{
Initialization

Find all the sub-matrices in every finest level cubes and then sorting according 
of every cube

For the specific server
           i=1 to ns        /*ns is the number of the sub-matrices*/

Compute c(i) of the sub-matrices and determine its destination according to the
cost to  make the total cost of each node nearly the same.

           i=1 to ns        /*assign sub-matrices to all other nodes according to the last step*/
           send those sub-matrices that need to be calculated by other nodes.

inv(  sm);/*sm are those sub-matrices that need to be computed by the server itself*/
         i=1 to ns
         receive all the sub-matrices from other nodes.
  Form the pre-conditioner from those inversions of sub-matrices
For the other nodes
         i=1 to ns
         receive its own sub-matrices from the server

inv(sm);
         i=1 to ns
         send those sub-matrices back to the server
}

for

for

for

for

for

do

do

do

do

do

to the size

Figure 3. Parallelization algorithm of pre-conditioner construction
by the cost model to balance the load in each processor.

where ns is the number of BEM panels, simu(i) and exact(i) are the
simulated result and the exact solution of the i-th panel, respectively.
Note that the maximum error shown in Fig. 5 has been normalized by
the maximum absolute value of the exact solution, which is equal to 1
for this case.

As described in previous section, the partitioning depth is an
integer that specifies the level to which the computational domain
will be hierarchically decomposed. As the partitioning depth equals
to 1, there is only one submatrix (i.e., equal to the original P ) to be
inverted, which indicates that parallelization will not be applicable.
Therefore, these curves start with the partitioning depth of 2. As
shown in this figure, the maximum errors decrease with the partitioning
depth. Apparently, depths 2 or 3 are required for obtaining accurate
results (less than 1% error) for these cases. Notice that very large
computational times are required for the simulations with depths 2 and
3 (Table 1) because of the inversion calculations of the submatrices.
As shown in Table 2, the cost of evaluating a preconditioner is
dominant in the total computing time (over 85%) for the cases
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Figure 4. A 3-D boundary element mesh plot of the sphere simulated.
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Figure 5. Maximum errors vs. partitioning depths for different
numbers of panels.

with low partitioning depths (d = 2 or 3). Therefore, for these
cases, the application of parallelization for accelerating the process
of evaluating the preconditioner becomes advantageous. Fig. 6 shows
the relationship between the speed-up and the partitioning depth. The
speed-up and the efficiency are defined as

Speed-up =
T (1)
T (Np)

(8)

Efficiency =
Speed-up

Np
× 100% (9)

where NP is the number of processors, T (NP ) is the computational
time for the parallelized calculations by NP processors, and T (1) is
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Table 1. The computing time calculated by Fastlap for different
numbers of panels.

Partitioning depth d = 2 d = 3 d = 4
3136 panels 421.47 s 23.140 s 3.671 s
4096 panels 2350.9 s 58.412 s 6.447 s
4900 panels 4964.9 s 117.161 s 9.988 s

Table 2. The computing time of each step in low partitioning depths.

N3136 d = 2 Percentage d = 3
Total time: 421.47 s 100.00% 23.14 s

Data structure setup time: 0.18 s 0.04% 0.17 s
Direct matrix setup time: 1.8 s 0.43% 0.75 s
Multipole matrix setup time: 0.31 s 0.07% 0.87 s

P*q product time, direct part: 2.2 s 0.52% 0.86 s
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Figure 6. The speed-up vs. partitioning depths for different number
of panels. (a), (b) and (c) show the speed-up by the approaches
described in Subsections 3.1, 3.2 and 3.3, respectively. Note that the
number of panels for these cases is 4900.

the computational time by the original Fastlap (un-parallelized, one
processor).

The best speed-up occurs at the lowest partition depth (d =
2). Also, the speed-up by the approach described in Subsection 3.1
is not very efficient (efficiency is less than 60%), while the other
two parallelization approaches (described in Subsections 3.2 and 3.3)
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Hyperbo loid with a tip
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02 =ψ∆

Figure 7. Schematic view of an emitter. The solid lines (Sg) are
Dirichlet boundaries (ψ=const), the dashed lines (Ss) are Neumann
boundaries for symmetry (dψdn = 0), and dotted line (Se) is Neumann
boundary for the uniform field (dψdn=const).

give similar results (about 70% efficiencies). Notice that as the
partitioning depth increases, speed-up (efficiency) decreases rapidly.
This is because at a high partitioning depth, the size of each submatrix
becomes smaller, while the total number of those submatrices increases
exponentially. Therefore, the required data transmission time through
the local network of the PC cluster becomes dominant when compared
with the cost of inverting submatrices, which in turn makes the
parallelization much less efficient. It is obvious that the calculated
results by the parallelized and un-paralleled (original) Fastlap are
identical. In summary, this simulated case indicates that the
computing time can be effectively reduced without any compromise
in accuracy for the simulations with low partitioning depths.

4.2. Case II: A Field Emission Device

The most significant challenge in the numerical modeling for field
emission devices (FED) is that the dimensional scales of the tip
region and the region around the gate differ by about 3 orders of
magnitude [14]. For example, the typical FED tip radius of curvature
is about 5 ∼ 10 nm and the dimension of the gate is about 5µm.
Therefore, significant computing time is usually required because of
the high density of BEM panels around the tip region. Fig. 7 shows
the boundary element model of a field emission device. The solid
lines are the Dirichlet boundaries, the dashed lines are the Neumann
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(a) (b)

tip region 

Figure 8. (a) 3-D boundary element mesh of a field emission device.
(b) Side view of the 3-D boundary element plot. A high density of
panels exists in the tip region.
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Figure 9. The speed-ups and efficiencies for the FED case.

boundaries of symmetry, and dotted line is Neumann boundary for
the uniform field [20]. Fig. 8 shows the 3-D BEM surface mesh
for a single field emitter structure. Note that since the symmetric
boundaries (Neumann boundaries) are used (the dashed lines in Fig. 8),
the electric field or the potential simulated by the model shown in
Fig. 8 are in fact for a 2D array of FED tips. The detailed dimensions
and the comparison with measured results can be found in [14].
Fig. 9 illustrates the speed-ups and the efficiencies vs. the number
accuracy. By using the approach described in Subsection 3.3, the
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highest efficiency (about 90% efficiency in eight nodes) is obtained. On
the other hand, the approaches described in Subsections 3.1 and 3.2 are
not optimal for this case because of the highly non-uniform distribution
of the BEM panels. The efficiencies for these two approaches also drop
rapidly when the number of computing nodes increases.

5. CONCLUSION

In this paper, we present a methodology for parallelizing precondi-
tioned electrostatic BEM solvers that employ the multipole or the
FFT algorithms. The parallelization computations are performed on
an eight-node PC cluster. In order to efficiently generate the BEM
preconditioner matrix, the submatrices, which are extracted from the
original BEM system matrix, are distributed to the nodes of the PC
cluster for inversion calculating. Three different parallel approaches for
distributing submatrices are presented. A cost model that accounts for
the computation cost and the network transmission cost is also pro-
posed for balancing the load. Simulated results show that our parallel
approaches provide good efficiencies without any compromise in accu-
racy. It must be emphasized that for the condition that the distri-
butions of BEM panels are non-uniform, the parallelization approach
based on the proposed cost model provides an extraordinarily excel-
lent speed-up (about 7.25 for a 8-node cluster for the FED case, over
90% efficiency). Especially, the advantage of the proposed approaches
is very effective for low partitioning-depth cases which usually provide
the most accurate results.
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