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Summary. Group mutual exclusion occurs naturally in situa- not by processes of different groups. For example, suppose
tions where a resource can be shared by processes of the saseveral users are working on a project which has some large
group, but not by processes of different groups. For exampledata objects stored in a secondary memory such as a CD-
suppose data is stored in a CD-jukebox. Then when a disc ipkebox. When a user needs to access a data object, the data
loaded for access, users that need data on the disc can concobject is loaded from the secondary memory to a cache buffer.
rently access the disc, while users that need data on a differefib increase performance, once a data object is loaded it will
disc have to wait until the current disc is unloaded. remain in the buffer until another data object is requested. So
The design issues for group mutual exclusion have beemvhile a data object resides in the buffer, users that need to work
modeled as th€ongenial Talking Philosophemoblem, and  on this data object are allowed to access the buffer (possibly a
solutions for shared-memory models have been proposed [12yumber of times), and users that need a different data object
14]. As in ordinary mutual exclusion and many other prob-have to wait until no one is working on the data object in the
lems in distributed systems, however, techniques developebuffer.
for shared memory do not necessary apply to message passing To capture the design issues of mutual exclusion inter-
(and vice versa). So in this paper we investigate solutions fotwined with concurrency, we have presented a problem called
Congenial Talking Philosophers in computer networks whereCongenial Talking Philosopher€CTP) [12]. The problem
processes communicate by asynchronous message passiogncerns a set d¥ philosopherg, ps, .. ., px Which spend
We first present a solution that is a straightforward adaptatiortheir time thinking alone and talking in fora. The philosophers
from Ricart and Agrawala’s algorithm for ordinary mutual ex- may like to holdm different foraX, ... , X,, but, due to the
clusion. Then we show that the simple modification suffers acapacity of the meeting room, only one forum can be held at a
severe performance degradation that could cause the systetime. However, more than one philosopher can be in a forum
to behave as though only one process of a group can be in th@multaneously. Initially, all philosophers are thinking. From
critical section at a time. We then present a more efficient andime to time, when a philosopher is tired of thinking, it enters
highly concurrent distributed algorithm for the problem, the a waiting state where it wishes to attend a forum of its choice.
first such solution in computer networks. A philosopher can choose only one forum at a time, but it
may choose different fora at different waiting states. Given
Key words: Mutual exclusion — Group mutual exclusion — that there is only one meeting room — the shared resource, a
Resource allocation — Distributed algorithms — Message pasghilosopher attempting to enter the meeting room to attend a
ing forum can succeed only if the meeting room is empty (and in
this case the philosopher starts the forum), or some philoso-
pher interested in the forum is already in the meeting room
(and in this case the philosopher joins the ongoing forum). We
assume that when a philosopher attends a forum, it spends an
unpredictable but finite amount of time in the forum. After a

philosopher leaves a forum (that is, exits the meeting room),

Group mutual exclusion occurs naturally in situations wherej; retyrns to thinking: We wish to design an algorithm for the

a resource can be shared by processes of the same group, %ﬁlosophers satisfying the following requirements:

1 Introduction
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2000). with “to enter/exit the meeting room.”
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Lockout Freedom: a philosopher attempting to attend a fo- receivecommands. The system implicitly imposes a causal
rum will eventually succeed. ordering on the execution so that tieegeivecommand cannot
Concurrent Occupancy:if some philosophes has requested be executed until the message has arrived. In contrast, a more
aforumX and no philosopher is currently attending or request-sophisticated technique is required in a completely decentral-
ing a different forum, thep can attencK without waiting for  ized shared-memory model to ensure that two asynchronous
other processes to leave the forum (see Appendix A.) processes engaged in a communication are properly synchro-
nized so that the information provider will not overwrite the

CTP is more general than the ordinary mutual exclusion probinformation before the other process has observed the content.
lem and the Readers and Writers problem [5]. For mutual ex- Indeed, as we shall see shortly in Sect.3, a symmetric
clusion, we can dedicate one forum to each philosopher so thand completely decentralized solution satisfying mutual ex-
only one process can be in the critical section at a time. Foclusion, lockout freedom, and concurrent occupancy can be
the Readers and Writers problem, we can employ a READ opeasily devised by slightly modifying Ricart and Agrawala’s
eration (forum) for all processes (philosophers) in the systemmutual exclusion algorithm [2Z].This is not the case we
and a unique WRITE operation for each individual process. Ahave experienced in the shared-memory model; the algorithm
process attempting to read the shared object then requests theesented in [12] is somewhat complex and is not a straight-
READ operation to access the object, while it requests its owrforward adaptation from existing algorithms for mutual ex-
WRITE operation when it wishes to update the object. There<lusion. Nevertheless, one is easily deceived by this simple
fore, a shared object can be concurrently read by differenalgorithm: its behavior appeared to be fine from static anal-
processes, while writing alone must be mutually exclusive. ysis until we put it on simulation and learned that it is only

CTP also bears some similarity to theexclusion prob-  slightly better than one imposing mutual exclusion on every
lem [7,1] in that both allow multiple processes to attend aentry to the critical section! Therefore, it is also interesting to
critical section. Howevek-exclusion imposes a bound on the see why such a simple modification does not work and how a
number of processes that may attend the critical section simore efficient algorithm can be devised.
multaneously, but does not distinguish between processes that The rest of the paper is organized as follows: Sect.2
may attend concurrently. presents some metrics for evaluating solutions for CTP. In

We are interested in completely decentralized solutionsSect.3 we present the straightforward solution described
for the problem. A “semi-distributed” solution can be easily above and analyze why the solution has surprisingly poor per-
derived, for example, by employing a “concierge” for each formance. Section 4 then presents a more concurrent solution.
forum. A philosopher interested in a particular forum first is- Conclusions and future work are offered in Sect. 5.
sues a request to the concierge of the forum. The concierges
then compete with one another in a mutually exclusive style
to obtain a privilege for their philosophers to use the meeting2z Complexity measures
room. The algorithm is “semi-distributed” because although
the contention for the meeting room is resolved in a decenSolutions for CTP can be evaluated by two parametaes-
tralized manner by the concierges, the decision as to when gsagesandtime For messages, like the ordinary mutual exclu-
set of philosophers interested in the same forum can enter theion problem, we are concerned with the number of messages
meeting room is determined in a centralized manner by thehe system generates per entry to the critical section —the meet-
concierge of the forum. Furthermore, the “semi-distributed” ing room. For the time parameter, we are concerned with how
solution must process each request for a forum in two stagel®dng a philosopher may wait before entering a forum. Instead
(and thus increases synchronization delay): one between thef using physical time — which would be system dependent
requesting philosopher and the corresponding concierge, arghd hard to analyze, we upassagess the basic metric for
the other among the concierges for mutual exclusion. evaluating time, as defined below:

In this paper we focus on CTP in computer networks
where philosophers communicaterajiable andFIFO asyn-  Definition 2.1 A passageby p; through the meeting room is
chronous message passing. Solutions for shared-memo®n interval(t,, t;], wheret, is the timep; enters the meeting
models are treated in [12,14,2]. While it is true that shared¥oom, and; the time it exits the meeting room. The passage is
memory algorithms can be systematically converted to mesinitiated att;, and iscompletedatt,. The passage isngoing
sage passing (or the other way around, see, e.g., Ch. 1atany time in between andt,. Theattribute of the passage
of [16]), such a transformation is generally costly. For ex-is (p;, X), whereX is the forump; is attending.
ample, the transformation of the shared-memory algorithm o ) )
presented in [12] may result in an asymmetric solution where ~ When no confusion is possible, we use intervals (denoted
some processes are designated to maintain the shared vay square brackets,, ¢;]) and attributes (denoted by angle
ables, usually in a centralized manner, and so the process&ackets(p;, X)) interchangeably to represent passages. The
are o_ften the bottleneck of the performance. The solution also 2 |, s interesting to note that Ricart and Agrawala’s algorithm
requires many messages (more thalN — 1)) perentrytothe ¢4, 4150 be straightforwardly extended to sdivexclusion [19]. As
critical section. (These phenomena also occur in the transforsommented earliek-exclusion and CTP differ in that ik-exclusion
mation of the algorithms in [14,2].) Thus, it is worth investi- any two processes can be in the critical section simultaneously so long
gating solutions that directly take advantage of the underlyingas no more thak processes are in the critical section, while in CTP
features of the execution model. For example, two processesny number of processes can be in the critical section simultaneously
that wish to establish a communication in an asynchronouso long as they all belong to the same group. Thus solutiofts to
message-passing system simply execute a pasenfland  exclusion cannot be directly applied to CTP, and vice versa.
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Fig. 1.A layout of passages

phrase “a passage throudhby p;” refers to a passage with
attribute (p;, X).

Definition 2.2 Let S be a set of intervals. A subsRtof S is
a minimal coverof S if for everya € S, every time instance
in aisin somesd € R (thatis,V [t1,t2] € S, Vi1 <t <ty :
d[ts,ts] € R, t3 < t < t4) and the size oR is minimal. The
dimensionof S, denoted bylim(.S), is the size of a minimal
cover of§S.

For example, Fig. 1 shows a scenario in whjghwaits
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In other words, around of is a maximal set of consecutive
passages througX. If Ux is a round ofX, then we say that
the round ignitiated att,, andcompletedatt .

The forum-switch (context-switch) complexityis mea-
sured by the maximum number of rounds of passages that
may be initiated after a philosopher has made a requet, for
but before a round oKX is initiated in whichp; makes a pas-
sage througtX. For example, in Fig. b; waits for 3 rounds
of passages for its request: a round¥gfa round ofY, and a
round ofZ.

3 A straightforward decentralized solution
3.1 The algorithm

Recall that in Ricart and Agrawala’s algorithm [22] for
process mutual exclusion, a process requiring entry to the criti-
cal section multicasts arequest message to every other process,
and enters the critical section only when all other processes
have replied to this request. To ensure mutual exclusion and
lockout freedom, each procegsmaintains a sequence num-

for eight passages before it attends a forum. The five passagégr SN ;, initialized to 0, that is to be updated according to

(p1,X), (p3,X), {p4,Y), (p7,Z), and(ps, Z) constitute a min-

Lamport’s causality rules [15]. To issue a request, a process

imal cover of the eight passages shown in the figure. Observg; increases it$N; by 1, and attaches the p4ir, sn;) to the

that passages may overlap. So when measuring the “fime”

request, whereis the unique identity of the process and

waits in terms of passages, we cannot directly count all thas the new value obN ;. (i, sn;) is used as theriority of the
passages it waits, but rather their dimension. So in this exrequest.

ample only the above five passages suffice to accoumt or
wait.
The passage complexitis measured byim(7"), where

T is the maximal set of passages that may be initiated after g
philosopherp; has made a request for a forum, and that must

be completed beforg;, can enter the meeting room. Note that

the definition ofT" does not include those passages that areo

initiated afterp; has made its request, ytneed not wait for

them to be completed in order to enter the meeting room; that

is, we do not count those passages that may be concurren
ongoing withp;’s.

In practice, a
source s “cleaned” for a new group of processes. For exampl

when a user requires a different data object in the shared ot
jects environment described earlier in Sect. 1, the storage de-
vice has to unload the old object and then loads the new ond!

t::Senters the meeting room when all philosophers have replied to

Depending on the applications, some context switches may

very time-consuming (such as disk loading and unloading). S
in CTP a philosopher waiting for more passages through thé
same forum may in practice need less time than one waitin

for fewer passages through different fora. So, in addition to th

passage complexity, to measure the waiting time we also nee
to consider the number of “context switches” a philosopher

may wait.

Definition 2.3 Let Ux be a set of passages through Let
ts = min{t|[t,t'] € Ux}, andty = max {t'| [t,t] €
UX}. ThenUx is around of passages througi (or simply
a round of X) if:

1. No passage other than thosebf is initiated in between
ts andty; and

2. The last passage initiated befargand the first passage
initiated aftert s, if they exist, are for a different forum.

“context switch” occurs when a shared re-

Upon receiving a request with priority, sn;), a process

p; adjusts the value of it§N ; to max(SN;, sn;), and uses

the following rules to decide when to reply to the request:

p; replies immediately if it does not require entry to the
critical section, or it requires entry to the critical section
and the priority of its request is lower th&in sn;).

The reply is delayed jf; also requires entry to the critical
section and the priority of its requestis higher thignn;;).
The reply is delayed untjl; has exited the critical section.

T'ITyhe priority is ordered as follows: a priority, sn;) is higher
than (j, sn;), denoted by(i, sn;) < (j, sn;), if and only if
@i < sy, OF sn; = sn; and: < j. Also, (i, sn;) =< (j, sn;)

fand only if (¢, sn;) < (4, snj) or (i, sn;) = (j, snj).

Ricart and Agrawala’s algorithm can be straightforwardly
odified for CTP as follows: A philosopher wishing to attend
forumX multicasts a request to every other philosopher, and

ts request. A request message is of the fétm( (i, sn;), X),
hich additionally bears the name of the forum the philoso-
her wishes to attend. Also, a reply message (calledcan
owledgmentis of the formAck(j), wherej is the identity
of the replying philosopher.
Upon receipt of the request, a philosoppeuses the fol-
lowing rules to decide when to reply to the request:

1. p; replies immediately if it is not interested in a different
forum, or it is interested in a different forum and the pri-
ority of its request is lower than that @f's request. (A
philosopher idgnterestedin a forum if it has issued a re-
guest for the forum, and either it is still waiting to attend
the forum, or it is already in the forum.)

The reply is delayed jf; is interested in a different forum
and the priority of its request is higher than thatpp
request.

2.
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A.1 * wish to attend a forum oK —

A.2 state := waiting,
A.3 SN; = SN; +1;
A4 multicast Req((i, SN ;), X) to every other philosopher; /* issue a request */
A.5 target := X;
A.6 priority := (i, SN;); I* store the priority */
B.1 O receive Req({j, sn),Y) —
B.2 SN; := max(SN;, sn); [* adjust sequence number */
B.3 if (4, sn) < priority \/ target =Y then
B.4 send Ack(7) to p;; I* reply to the request immediately */
B.5 elserequests_set := requests_set U { Req((j, sn),Y)}; I* defer the reply */
C.1 O receiveAck(j) —
C.2 acks_set := acks_set U {Ack(j)};
C3 if ‘acks,set’ = N — 1then { /* received replies from every other philosopher */
(o] state := talking; I* enter the meeting room to attend a forum */
C.5 acks_set :== (; }
D.1 O exitaforum oftarget —>
D.2 state := thinking;
D.3 target := L,
D.4 priority := (i, 00); [* reset priority to a minimal value */
D.5 for each Req((j, sn),Y) € requests_set do sendAck(i) to p;;
D.6 requests_set := (),
D.7 ]
Variables:

— state: the state op;; see Fig. 3 for the state transition diagram. The initial stat&isking.
— SN;: p;'s sequence number. It is initialized to O.

— priority: the priority of p;’s request. It is initialized to a minimal valug, co).

target: the forump; wishes to attend, ot otherwise. It is initialized tal.

requests_set: the set of requests to whigh has not yet replied.

acks_set: the set of replies tp;’s request.

Fig. 2. Algorithm RA1 executed by philosophgr

more than one enabled guarded command, then one of them is
chosen for execution, and the choice is nondeterministic. We
do, however, require that a guarded command that is continu-
/ ously enabled be executed eventually.
Note that like most algorithms for mutual exclusion (cf.
[20]), we have assumed two threads of computation for each
philosopher. One is responsible for the philosopher’'s normal
activity in statesghinking andtalking, as well as the transition
Fig. 3. State transition diagram of a philosopher from thinking to waiting and fromtalking to thinking. The
otheris responsible for scheduling the transition fromiting
to talking. It does so by sending and receiving messages to
We refer to the modified algorithm as RA1. The complete other philosophers, and by making the necessary assignments
code of RAL is given in Fig. 2 as a CSP-like repetitive com- g |ocal variables. A solution to the (group) mutual exclusion

mand [11], which is of the form problem then specifies the behavior of the second thread.
Note further that in the algorithm, whenissues a request
*[ge1 O gea O ... 0 gey Req({i, sn), X), we letp; keep the priority(i, sn) in variable

priority until it has leftX. The priority is reset to a minimal
value (i, oo) whenp; is in statethinking. As such, a philoso-
pher now possesses a priority all the time, and so the rules
for a philosopher to decide when to reply to a request can be
simplified as that shown in lines B.3-B.5.

Eachgc; is called aguarded commandvhich is of the form
b;receive msg — S

whereb is a boolean condition called thmoleanguard, and
“receive msg” is called themessagguard. Both the boolean
guard and the message guard are optional. A guarded com- )

mand can be executed only if it @nabled i.e., its boolean ~ 3-2 Analysis of RA1

guard evaluates to true and the specified message in the mes-

sage guard has arrived. The execution receives the messalyethis section we prove the correctness of RA1 and analyze
and then the comman§l is executed atomically. If there is its complexity.
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Theorem 3.1 RA1 guarantees mutual exclusion. The above argument implies th&t| < 2(N — 1). Itis
easy to see that the passaged’ican be pairwise disjoint.

Proof. Assume thatp; and p; both have issued a request So the passage complexity of RA136N — 1). The forum-

Req((i, sn;),X) and Req((j, sn;),Y), respectively. Without  switch complexity is als@(N — 1) because two consecutive

loss of generality, assume thats priority is higher. By the  passages iff’ can be for different fora. 0O
way sequence numbers are maintaingcs request must be _ _
received byp; after p; has issued its request. Whefis re- We now study how RA1 responds to contention. We first

quest arrives at;, if X # Y, then the reply to the request will observe that RA1 adopts the following “entry policy”:
be deferred by, until p; has leftX. So the two philosophers

oo . No philosopher can attend a forum if there is a higher
cannot be in different fora simultaneously. O P P g

priority request from a different philosopher waiting

For the following theorem, we assume that a request for to enter a different forum.

a forumceases to existnce the requesting philosopher has So the order of entries to the meeting room will entirely be

completed a passage through the forum. based on request priorities. To analyze RA1, we consider a
scenario in which - k£ (out of the N) philosophers wish to
Theorem 3.2 RA1 guarantees lockout freedom. attend a forum simultaneously. Assume that the philosophers

are divided intd groups, each of which consists/ephiloso-
e}f)hers, such that philosophers in the same group wish to attend
he same forum.
Suppose that the priorities of the philosophers’ requests
are ordered decreasingly as follows:

Proof. Observe that the sequence numBat; maintained by
eachp; is nondecreasing, and increases when the philosoph
makes an entry to a forum. So afterhas issued a request
Req((i, sn), X), the number of requests with priorities higher
than (i, sn) that could occur in the system is bounded. More-

over, because a philosopher can defer the reply to a request P1,P2;--- sPni» Pni+1,Pni425- -+ 1 Pngs - - -
only if it has a request with priority higher than that of the re-
guesting philosopher, and because a philosopher spends only coPng_1+41,Png_1425- -+ 5 Pn,

finite time in a forum, the requests with priorities higher than

(i, sn) will eventual,ly cease to exist. Then all other philoso- \yere PhiloSOPhers,. . 41,Pn, 112.--. pn, allwish to at-
phers will reply top;'s request, thereby ensuring Iockout[;ree- tend the same forum, and the forum is different from the fo-

dom. rum targeted by, 11, Pn, 425 - »Pniys, 1 <0 < s (and let
ng = 0). By the algorithm, thé - k requests will result irs
rounds of passages (because the philosophers will enter the

Proof. This follows from the fact that philosophers interested Me€ting room in the order of the priorities of their requests),

in the same forum do not delay one another’s request.O where theith round consists ai; — n;_, passages.
Consider the expected value odndn; — n;_;. Observe

The following theorem summarizes the static behavior ofthatthere arél-k)! possible ways of ordering thiek requests.
RA1. Suppose that thiek requests have equal probability to assume
each ordering. LeE(l, k) be the expected number of rounds of
Theorem 3.4 The message complexity, passage complexitypassages the requests may generate. In combinatb(ics;)
and forum-switch complexity of RAL are &IV — 1). is equivalent to the expected number of ring balls, k balls

. _ per color, may generate when they are randomly placed on a
Proof. For the message complexity, each entry to the meetingine, where aun is defined to be a maximal sequence of balls

Theorem 3.3 RA1 allows concurrent occupancy.

room requiresV — 1 requests andV — 1 replies. of the same color. By a combinatorial analysis [6], we have
For the passage complexity, IBbe the set of passages that
are initiated aftep; has issued a request (sByq({(i, sn), X)), E(lLk)=1k—-k+1 1)

and that must be completed befgrecan enter the meeting
room. We first argue that in between the time (call thisp; Given that there aré - k requests, the expected number of
issues a request and the time (call thikit receives replies passages per round is

from all other philosophers, eaghj can have at most two

requests with priority higher than that pfs request. This is Ik < Ik _ l )
because messages over a communication link are deliveretk —k+1 lk—k -1

in FIFO order. So ifp; receives a request ky; afterp; has
issuedReq((i, sn), X), then before; issues a new request, it
must have receiveg}’s reply to its previous request, and so it
must have receiveg’s requestReq( (i, sn), X) sent before the
reply. Sop;’s new request must have priority lower than that
of p;’s request. So in between andt,, p; can have at most

two requests with priority higher than thatpmfs request: one 'El\\lloenhvi\ll(r)]:g w;;ea?éeegnéitﬁot;cggegﬁ f:ru2rz1' ca:;[n?t?rsr:antl
thatp, receives before;, and the other thai; receives after P P pec . Y,
£.3 regardless of how many philosophers are in each group.

Note thatthe above analysis is based on the assumption that
3 The FIFO assumption can be lifted if acknowledgments are alscat any snapshot of the system, the order of priorities of existing
“timestamped” by sequence numbers. requests to the meeting room is randomly distributed. This

Therefore, wheid increases, the expected number of pas-
sages per round tends to be one. So we can expect that when
the number of foran that philosophers may compete for is
large, RAL behaves like a mutual exclusion algorithm where
only one philosopher can be in the critical section at a time.
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assumption in turn is based on the observation that after twdéio 7'/7;, whereT is the number of entries to the meeting
philosophers; andp; have attended a forum, the next time room per second, arifi) is the number of entries to the meet-
they make a request, either one of them can obtain a priorityjng room per second when the philosophers use the meeting
higher than the other, regardless of whose priority was higheroom in a mutually exclusive style. For comparison, weset
in their previous requests. This is becausg;, & new request to the following valueg, 3,5, 10, and30 (for random forum
arrives atp; beforep; makes its request, thes’s priority choice), an@x, 3x, 5%, 10x, and30x (for fixed forum choice).
will be lower thanp;’s. Similarly, p;’s priority will be lower  The results are shown in the six charts of Fig. 4. Each data
thanp;'s if p;'s new request arrives at beforep; makes its  point in the charts is measured by letting each philosopher
request. If both philosophers make their requests concurrentlynake approximately 500 requests.
then their priorities are determined by their sequence numbers The two charts on the top show the results measured for
SN, and SN ; at the time they make the requests, with tie average round size. We can see that when the forum choice is
breakers being based on philosopher ids. For simplicity, in theandom (left chart), the average round size is closgtq as
analysis we have assumed an equal chance for gitloep; to analyzed in the previous section (see Equation (2)), regardless
win the priority. As we shall see shortly, the results measuredf the level of contention. When the forum choice is fixed,
in our simulation are close to the above analysis. the average round size is closef84 when the contention is
low, and it decreases slightly when the level of contention in-
creases. Intuitively, when the contention is high, more philoso-
3.3 Simulation results phers wish to attend the same forum simultaneously. So if an
algorithm handles concurrency well, then the average round

In the simulation, we set up a systemMfphilosophers and size should increase. From the experimental re_sults_ we see
m fora. The forum a philosopher may choose when it wisheghat RAL has poor concurrency performance. Likewise, we
to attend a forum is set up in two different wayixedand ~ ¢an expect that the number of forum switches in RA1 will ap-
random In the fixed forum choice, th& philosophers are di- ProachtaV —N/m+1when the level of contention increases
vided intom disjoint groups. Each group is assigned a unique(s€€ Equation (1) in Sect. 3.2). This is confirmed by the exper-
forum so that philosophers in the group always choose the folmental results shown in thg two middle charts. Similarly, the
rum to attend when they wish to attend a forum. In the randon{hroughput ratio measured in the two bottom charts show that
forum choice, a philosopher randomly chooses one ofithe little concurrency is offered by RAL.
fora to attend each time it wishes to attend a forum. To distin-_In the second experiment we studied the performance of
guish between these two settings, we put an extra stan°  RAL with respect to the number of fora. Because not all
the value ofin to indicate that the forum choice is fixed. Thus, values of can divideN, we use random forum choice in the
whenm = Nx, the philosophers will use the meeting room €xperiment. Again, we measured the following: (i) average
in a mutually exclusive style. round size, (||). average number of forum switches, and (iii)
The time a philosopher stays in stateinking and in throughput ratio. The results are shown on the three charts

statetalking follows an exponential distribution with means ©f Fig. 5. Each chart shows five curves for each of the fol-
[ithinking @N1Laiking Tespectively. The message transmission!OWing Values ofupinking (in millisecond): 0, 250, 500, 1000,
time also follows an exponential distribution with a mean and 4000, corresponding to the following levels of contention:
,U/link,delay- In the S|mu|at|0n we ﬁxedl/talkin(] to be 250mS, 100%, 50%, 333%, 20%, and 59% From the I’eSU|tS we see

and fujink_aelay t0 be2ms. The choice of these values came that whenm increases, RA1 performs like a mutual exclusion

from the observations that CD-ROM access time ranges fronflgorithm regardless of the level of contention.

500ms to several milliseconds (depending on the speady

thatmessage delaysin LAN are typically in the order of several ] ]

milliseconds. Note that we do not consider forum switch cost4 A highly concurrent solution

If needed, the cost per request can be calculated by multiplyin .

the time needed for a forum switch, and the average number diS analyzed above, the poor concurrency of RA1 s due to the

forum switches a request has to wait. The simulation progran€ntry policy that no philosopher can attend a forumifthere is a

is written in Java. higher priority request from a different philosopher waiting to
In the first experiment we studied how RA1 reacts to con-enter a different forum. As a result, if two philosophgrand

tention. As can be seen, Whem, i, is fixed, the larger the p; are interested in the same forum, but a third philosopher

Va|ue% the more often a philosopher wishes to P« interested in a different forum has obtained a priority in
Hethinking T Htalking ' ) ) ) .

attend a forum, and so the higher the level of contention. SQEWeemny;’s andp;’s, thenp; andp; cannot attend a forum

we used—Hialking as a metric for contention. We varied concurrently. Clearly, concurrency can be increased dan

Fothinking +Htalkin ) join p;’s forum. To do so, we can weaken the entry policy to
Kthinking Trom 9000ms to0ms along the:-axis. We measured !the f%llowing' y polley

the following three values: (i) averageund sizei.e., the av-
erage number of passages per round, (ii) average number of No philosopherp; can attend a forunX if there is a
forum switches a request has to wait, and (hijoughput ra- higher priority request from somsg, waiting to enter
a different forum, unless there is anothgralready in

4 See PC Magazine CD-ROM Drives Performance Tests, X such thatp;’s request has priority higher thap,’s
http://www.zdnet.com/pcmag/features/cdrom/ request.

cd-test.htm
® Some Javaapplets animating the algorithms for CTP can be founth the following we present an algorithm to implement the
in http://joung.im.ntu.edu.tw/congenial/ policy.
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Fig. 4. Performance of RA1 with respect to contention. The left three charts are for random forum choice, where as the right three charts are
for fixed forum choice

4.1 The algorithm In RAL, every philosophey; in a forum can be considered
as a captain. It enters the forum by receiving acknowledgments
By the new entry policy, we can distinguish two types of to its request from all other philosophers in the system. To
philosophers in a forurf: implement the concept of successors, we can modify RAL to
e Philosophers that attend the forum because there is n§t i in @ forumcaptureother philosophers requesting the
other philosopher with a higher priority such that the philo- S@me forum to enter the forum. Capturing can be done by
sopher is interested in a different forum. We call thesel€ting p; reply to their requests with gtart message that tells
philosophergaptains them to enter the meeting room directly without waiting for
o Philosophers that attend the forum because there is a cagcknowledgments from other philosophers. For now, we donot
tain in the forum. We call these philosophergcessors allow successors to capture. Section 4.4 considers extensions
5 — o of the algorithm that allow successors to capture as well.
Note that the definitions of the two types are not disjoint: a Inthe above scenario, whepreplies aStart top;, another
philosopher that can potentially become a captain in a forum may, - with priority lower thanp; may have also issued a request
become a successor.
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Fig. 5. Performance of RA1 with respect to the number of feraTime¢ in each chart shows the value @finking

for a different forum, and may have already obtaingt a count of entries to the meeting room that are made; land

acknowledgment, waiting for only;’s reply. Sop;’s entryto  that are known ap;.

the meeting room must be known p@. To do so, wher; The vectors are used as follows: When a philosopher

leaves the forum, in the reply t@,’s requestp; informs py wishes to attend a forumy, it incrementsVSN,[i] by 1 and,

that it has captureg; to attend a forump;, then uses this like RA1, p, multicasts a request message((i, vsn;), X) to

information to decide if it has an “up-to-date” reply fram. every other philosopher, wheven; is the new value o¥/SN ;.

If so, thenpy, is sure thap, has also exited the forum and so The value(i, vsn;) is the priority of the request. A priority

can enter the meeting room; otherwisgmust wait foranew  (j, ) is higher than{k, v) if and only if (j,u) < (k,v). Un-

reply fromp;. Clearly,p; must send such a reply on exiting like RA1, howeverp; enters the meeting room either because

the meeting room. every philosopher has replied with an “up-to-date” acknowl-
From the above discussion we see that sequence numbeesigmentdck, or because some philosopher has replied with a

alone do not convey enough information for philosophers tomessag&tart. In the former casey; enters the meeting room

decide whether areply to arequestis out-of-date. Soin the news a captain, (and acts as a captain in the meeting room), while

algorithm, referred to as RA2, each philosophemaintains  in the latter case,; enters the meeting room as a successor.

avector sequence numbérSN; [18]. VSN, is a vector of  Note that many captains may co-exist in a forum.

natural numbers of lengtlv and is initialized to contain all Upon receiving a requeskeq((i, vsn;), X), p; updates

zeros. The valu&/SN;[j] represents a count of requestglhy ~ VSN ; to merge( VSN ;, vsn;), where functionmerge(u,v)

that are known ag;, either because they originate there (whenis defined as follows:

j = 1) or because their existence is known through message

passing. LeVSA denote the set of vectors of natural numbers merge(u,v)[k] = max(u[k],v[k]), 1 <k <N

of length N, and A/ denote the set of natural numbers. The

binary relation <’ on A/ x VSN is defined as follows: It can be seen that if a request with priority «) “happens
before” (in Lamport's causality relation [15]) a request with

(o up < (ko) I 3 wll] > 50 ull] priority (k, v}, then>", u[l] < S, u[l], and s0(j, u) < (k, v).
or (3, v[l] =X, ull] Ak > j) The rules to decide when and how to reply to the request

. . _ are as follows:
It can be seen that the binary relatior’‘on A x VSN is

antisymmetric and transitive; and for any two pdjjsu) and 1. p; replies with an acknowledgmentck (j, vsn;i], vf ;)

(k,v) suchthay # k, either(j, u) < (k,v)or(k,v) < (j,u). (whereuf ; is the current value oV'F';) immediately if
Furthermorep; also maintains a vectoVF; of natural either (1) itis also interested Kbut is not currently acting

numbers of lengttV, whereVF;[;], initialized to O, represents as a captain in the meeting room, or (2) it is not interested
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in X, is not in the meeting room, and has a priority lower
than (i, vsn;). (Like RAL, we letp; possess a priority all
the time. The priority is set t¢j, vsn;) whenp; issues a
requestReq((j, vsn;),Y), and is reset to a minimal value
(j, [o0, . .., 00]) whenp; exitsY.)

2. p; replies with a messag&art((j, vsn;), vsn;[7]) if it is
in forumX and is acting as a captain in the meeting room.
Note that the reply beays;’s current priority(j, vsn;).

. Otherwisep; must be interested in a different forum, and
eitherp; is in the meeting room, or its priority is higher
than(i, vsn;). In this casep; delays the reply until it has
exited the meeting room, and then repliepts request
with an acknowledgment.

Notice that an acknowledgmentk (j, vsn,[i], vf ;) inthe
algorithm additionally carries two valuessn;[i] — p;'s se-
quence number in its request, | — p;'s knowledge (at
the time the acknowledgment is sent) of the counts of entries t
the meeting room made by each philosopher. The valugi]
is used byp; to determine whether the acknowledgment is to
its current request, or to a previous one. In the latter cas

the acknowledgment is out-of-date and must be discarded. R

philosopher may receive an out-of-date acknowledgment b
cause it can enter the meeting room (as a successor) befor
receives all acknowledgments to its request.

The value ofuf; is for p; to update itsVF;: p; updates
VF; to merge( VF;, of ;) on receipt ofAck(j, vsn;[i], uf ;).
The new value thenis used pyto check if every acknowledg-
mentAck(k, vsn;[i], vf ) it possesses remains up-to-date. In
the algorithm,VF';[k] must be no greater thaif, [k] in order
for Ack(k, vsn;[i], vf,) to remain up-to-date. The intuition
is: VF[k] must always have a correct count of the number
of entries to the meeting room), has made. N@; can have
its VF ;[k] greater thanVF';[k] unless some, has captured
pr, and has increasetfF;[k] to VF[k] + 1 beforepy re-
ceivesp;’s start message. So IifF;[k] is greater thanf . [k]
carried byp,'s acknowledgmentick (k, vsn;[i], vf ), thenp;
knows thatp, has been captured to attend a forum after re-
plying the acknowledgment t@;,. Sop; must wait for a new
acknowledgment from,, to make sure that, has exited the
forum.

The complete code of the algorithm is given in Fig. 6.
Again, the algorithm is presented as a CSP-like repetitive com

mand consisting of five guarded commands A, B, C, D, and’

E.
Messages are of the following three types:

Req((i, vsn;), X): a request for forunX by p;, where(i,
vsn;) is the priority of the request.

Ack(i, sn, vf;): an acknowledgment by; to p;'s snth
requestuf; is the value of VF; at the time the acknowl-
edgment is sent.

Start((i, vsn;), sn): a reply byp; to p;'s snth request;
the reply informsp; that it can directly enter the meeting
room. (i, vsn,) is the priority ofp; at the time the message
is sent.

e-
€
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to join the forum, or (2); is captured to attend the meeting
room and needs to send a new acknowledgment; tafter
it has exited the meeting room. Therefore, a request message
may need to be saved for another reply. In the algorithm, re-
quest messages are keptraquests_set. Obviously, only the
most recent request per philosopher needs to be saved; see
lines B.3-4. Lines B.7-13 implement the three rules described
earlier regarding how request messages are processed. Each
new request is kept inequests_set (line B.6) until p; deter-
mines that it is out-of-date; see the comment below.
Acknowledgments are processed by guarded command C.

p; enters the meeting room as a captain only when its request

has been acknowledged by every other philosopher (line C.10).
Then, for each request f&rin requests_set, p; sends &tart
message to capture the requesting philosopher to join the fo-
rum (lines C.16-19). The requests ieguests_set bearing a
riority higher than that op;’s request can now be deleted

lines C.20-21) because the requesting philosophers must have
already entered the meeting room for their requests, for oth-

grwise they will not acknowledgg;’s request. Ifp; instead

nters the meeting room as a successor (line D.3), then it re-
oves the captain’s request and the requestsgests_set

tpat bear a priority higher than that of the captain’s request
(ines D.7-8). The captain’s priority carried by a start message
is used to determine which requests have ceased to exist.

On exiting the meeting roomp; must reply to the requests
that are held inequests_set. Not every request needs to be
replied to, though. For example, if the value @fn,[j] in
a requestReq((j, vsn;),Y) is less than or equal t&'F;[j],
then, obviously, the request has been granted and so no
reply is needed. Moreover, if; acknowledges a request
Req((j, vsn;), Y) while it is in Y, then the acknowledgment
must carry the most up-to-date count of entpiedas made
to the meeting room. Sp; need not send a new acknowledg-
ment upon exiting the forum. The setend_requests is used
to store such requests (lines B.14-16 and E.3). Lines E.2-6
determine which request needs to be replied and which needs
to be removed.

Note that aftepp; has replied to a request (say, by) of
the same interest (say, forun), p; may still need to keep the
request inrequests_set. This is because there is no guarantee
thatp;’s request will be granted before or concurrently with

;'S request regardless of whose priority is higher. For exam-
ple, suppose; is captured by, to attendY. Suppose further
thatp;'s request arrives ai;, after p;, has leftY (so thatp,
is unable to capturg; in time), andp;’s request arrives a;
beforep,, has captureg;. Then, wherp; acknowledges;’s
requestp,’'s knowledge of VF';[i] is one less than the count
it learns fromp,’s acknowledgment later on. $@ must send
a new acknowledgment g upon exitingY. Moreover, after

m

p; has sent the new acknowledgmentmay request another

forum and then be captured again to enter the meeting room
beforep, is allowed to enter the meeting room. B¢s sec-
ond acknowledgment again becomes out-of-date and a new
one must be issued. In the worst cageneeds to keep;’s

Some detailed comments on the algorithm are providedequest until it learns that the request has ceased to exist.
below. First, consider guarded command B that processes re- Finally, suppose, capture®;, and letReq((j, vsn;), X)
quest messages. Aftgr has replied with an acknowledgment bep;’s request. Because, sets itsVF';[j] to vsn;[j] upon
to Req({j, vsn;),Y), p; may need to send another reply to the capturingp;, until p; receivesp,’s start messagé’F';[j] is
request later on. This happens when ilsubsequently en- greater thanVF;[j] (whose value isvsn;[j] — 1 whenp;
ters the meeting room as a captain and wishes to capfure issues its request). In the meantime, anothemay learn
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Al
A2
A3
A4
A5
A.6

B.1
B.2
B.3
B.4
B.5
B.6
B.7
B.8
B.9
B.10
B.11
B.12
B.13
B.14
B.15
B.16
B.17

Cl
C.2
C3
CA4
C5
C.6
C.7
C.8
C.9
C.10
c1
C.12
C.13
Cc.14
C.15
C.16
Cc.17
Cc.18
C.19
C.20
c.21
C.22
Cc.23
D.1
D.2
D.3
D.4
D.5
D.6
D.7

D.8
D.9

*[wish to attend a forum oK —
VSN,[i] :== VSN,[i] + 1;
target := X,
priority := (1, VSN,); [* obtain a priority for its request */
state := waiting,
multicast Req((i, VSN ;), X) to every other philosopher; /* issue a request */

Oreceive Req((j, vsn;),Y) —
VSN ; := merge( VSN, vsn;); I* adjust VSN ; */
if 3 Req((j, vsn’;), Z) € requests_set then /* removep;’s previous request */
requests_set := requests_set — { Req({j, vsn};), Z)},
if VF;[j] < vsn;[j] then {
requests_set := requests_set U { Req({j, vsn;),Y)};
if (target =Y A —is_captain) \/ (target Y )\ state # talking N\ (j, vsn;) < priority) then
send Ack(i, vsn;[j], VF;) to p;;
else iftarget =Y N is_captain then {
sendStart(priority, vsn;[j]) to p;; I* capturep; */
I* p; is sure thap; will make itsvsn;[j] th entry to the meeting room */
VE.[j] i= max(VF,[j], vsn; (7))
} I* otherwise,target # Y A (state = talking \/ priority < (j, vsn;)); the reply is deferred. */
if target =Y A state = talking then
/* p; need not re-send a reply to the request on exiting the meeting room * /
friend_requests := friend_requests U { Req((j, vsn;),Y)};
} I* else the request is out-of-date */

Oreceive Ack(j, sn, of ;) —
VF; := merge( VF;, vf]-); /* adjust VF'; */
I* let priority be (i, vsn;) */
if vsn;[i] = sn A state # talking then { /* otherwise the acknowledgment is out-of-date */
if 3 Ack(j, sn', vf};) € acks_set then/* removep;’s previous reply */
acks_set := acks_set — { Ack(j, sn’, vf})};
acksset := acks_set U {Ack(j, sn, vf ;) };
for each Ack(k, sn”, vf,) € acks_set do [* remove out-of-date acknowledgments */
if uf [k] < VF;[k] then acks_set := acks_set — {Ack(k, sn”, vf ;) };
if |acks,set} = N — 1 then { /* received acknowledgments from every other philosopher */
state := talking; I* enter the meeting room as a captain */
VF[i] :== VFi[i] + 1;
is_captain := true;
acks_set 1= {;
for each Req((l, vsn;),Y) € requests_set do
if target =Y A VF;[l] < vsn[l] then{
[* capture the congenial philosopher */
sendStart(priority, vsn;[l]) to py;
VF;[l] := max(VF;[l], vsn[l]); }
else if (I, vsn;) < priority then /* the request is out-of-date */
requests_set := requests_set — {Req((l, vsn;),Y)};
} I* end of if-then statement in line C.10 */
} * end of if-then statement in line C.4 */
OreceiveStart({(j, vsn;), sn) —
* let priority be (i, vsn;) */
if vsn;[i] = sn A state # talking then { /* captured byp; */
state := talking; I* enter the meeting room as a successor */
VF;[i] .= VF;[i] + 1;
acks_set = ;
for each Req({l, vsn;),Y) € requests_set do /* remove the captain’s request and the
requests that bear a priority higher than that of the captain */
if (I, vsn;) < (j, vsn;) then requests_set := requests_set — { Req(({l, vsni),Y)};
} I* else, out-of-date message */

Fig. 6. Algorithm RA2 executed by philosophgr

Y.-J. Joung
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E.1 Oexit aforum oftarget —

E.2 for each Req((j, vsn;),Y) € requests_set do

E.3 if VFi[j] < vsn;[j] \ Req({j,vsn;),Y) & friend_requests then
E.4 send Ack(i, vsn;[j], VF;) to p;;

E.5 else if VF;[j] > vsn;[j] then /* the request is out-of-date */
E.6 requests_set := requests_set — {Req((j, vsn;),Y)};

E.7 target := 1;

E.8 friend_requests := (J;

E.9 priority = (i,[00,... ,00]);

E.10 is_captain = false;
E.11 state := thinking,
E.12]

Variables:
o state: the state op; (see Fig. 3 for the state transition diagram). The initial statéiisking.
e VSN;: a vector of lengthV, where VSN ;[j], initialized to 0, represents a count of requests that are magg bpd that are
known atp;.
e VF;:avector of lengthV, where VF';[j], initialized to O, represents a count of entries to the meeting room that are made by or
authorized tg; and that are known at;.
priority: the priority ofp;. Itis initialized to a minimal valués, [co, . .. , co]).
target: the forump; wishes to attend, ot otherwise. It is initialized tal.
is_captain: a boolean variable indicatingjif; is a captain. Itis initialized to false.
requests_set: set of the most recent requests issued by other philosophers. It is initialifed to
friend_requests: set of requests that are for the same forum;&srequest and that are received whilgs in the meeting room.
acks_set: the set of acknowledgments pg's request. It is initialized t@

Fig. 6. Algorithm RA2 executed by philosopher (continued)

of the new VF'[j], and so also has it¥F';[j] greater than Lemma 4.1 Suppose thatp; and p; have issued
VF ;[j]- As a result, care must be taken to prevepfrom  Req((i, vsn;), X) and Req((j, vsn;),Y), respectively. If
miscounting itsVF;[j] using the value learned from other (i, vsn;) < (j, vsn;), thenp; cannot enter statealking as a
philosophers. In the algorithm, Req((j, vsn;), X) arriving captain untilp; has leftX.

at p; is considered out-of-date and is removed right away if
VF;[j] > wsn;[j] (line B.5). Thereforep; will never receive
anAck(i, vsn;[j], vf;) such thawf;[j] > VF;[j].

Proof. Sincep;’s request has a higher priority, the request
must be issued beforg;’s request arrives, ang; will not
acknowledgep;’s request untilp; has leftX. Since in order
for p; to enter statealking as a captain it must receive an
4.2 Analysis of RA2 acknowledgment fromp;, p; cannot enter statezlking as a
captain untilp; has leftX. a

We now prove the correctness of RA2. For the purpose of emma 4.2 Suppose that a philosophe interested inX
analysis, we formalize the terms we used in the algorithmenters statealking as a captain attime;, and leaves the state
Recall from the algorithm that for a philosopherto attend & at¢, Then, no other philosopher interested in a different forum

forumX, p; hasto issue arequeBtq((i, vsn;),X), andwaits  can enter statetalking as a captain until all philosophers
until one of the following two conditions is satisfied: captured byp; in betweert; andt, have leftX.

1. ithas received an “up-to-date” acknowledgment from ev-p ¢ | et Req({i, vsn;),X) be pi's request. Suppose that

ery other philosopher (line C.10); somep, issuing Req({j, vsn;),Y) enters statéalking as a
2. it has received tart from somep; (line D.3). Captair{ at time for 55)<met 2]351 a)ndX #£Y.ByLemma4.1,
In the first casep; enters statéalking (or, more colloquially, (i, vsni) < (j, vsn;). Letp, be a philosopher that is captured
enters the meeting room) asaptain while in the second case by pi in betweery; andt,, and letReq((k, vsny), X) bepy’s
p; enterstalking as asuccessarAlso, in the second casg; request. o o
is p;'s captain, angh; capturesp; at the time when it replies Observe that because the priority;p’ request is higher
the Start message tp;. In either case, we say that the requestthan that ofp;’s request,p; cannot receivep;'s acknowl-
has beemranted The requesteases to exisdfterp; has left ~ edgment toReq((j, vsn;),Y) until p; has leftX. Let Ack (i,
X. p; is waiting for X in between the time it issues the request vsn;[j], vf;) be the acknowledgment. Singe capturespy,
until the time the request is granted. is interested inX in ~ vf;[k] > wsnk[k]. So, immediately before; enters state
between the time it issues the request until the time it leavegalking, VF ;[k] > vf ;,[k] > vsn[k] (because; has updated

X. its VF;[k] via the value obf ;[£] carried byp;'s acknowledg-
We begin with mutual exclusion, for which we need the ment). In order fop; to enter statealking as a captain the
following two lemmas. acknowledgment fromy,, say Ack(k, vsn;[j], vf;,), must be

up-to-date. That isyf ,[k] > VF,[k]. Sovf . [k] > vsng[k].
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To send out such an acknowledgmentmust have lef¥, for V F;[i] (line C.2), or (b) it is in the meeting room and has
otherwisep;, cannot increment itd/F, (k] to vsny[k]. Sop; replied to a requesReq((i, vsn}), X’) with a start message
cannot enter statelking as a captain whilgy, is still in X. O (lines B.12 and C.19). SincE F;[i] = V F;[i] = 0 initially

. and sinceV F;[i] is incremented only whep; has made an
Theorem 4.3 RA2 guarantees mutual exclusion. entry to the meeting room, if no philosopher has ever replied
to p;’s requests with a start message, théR;[i| < V F,]i]
all the time.
So if VF;[i] = v1 > VE;[i] = v, at some time, then

Proof. Suppose by contradiction that is in statetalking at-
tendingX and, atthe same timg; is in statetalking attending

Y, whereX # Y. There are four cases to consider, dependlngthere must exist some, such thaip; is the first philosopher

on uheher hey ener stateling 2 & COtAN o 35 45UC o et I 0 a vale (a,) reatr tha.. Lot <
as a cai tgin' and b I'_emmap4j 2, it is not possible, either thage the timep, setsV £ to vs. Then,p;, must have received
ptain, y - b : ’ requesiReq((i, vsn;), X) by p; such thawsn;[i] = vs, have

one of them enters Statelkir_zg asa captgin while the othe_r replied to the request with a start message, and haveisgi]
as a successor. Moreover, since a captain can capture ph|Ios%—v via lines B.12 or C.19. Clearly, at thi's momantmust
3 . . . y

T2 S AVe ot yet mack i th ey 0t g oo i
’ ' " wise, VF;[i] would have a value no less thag contradicting
the assumption that’F,[i] is still less tharw; at timet. So
We now prove lockout freedom, for which we need the VFi[i] < v3 at time#’. Sincep; has already made its;th
following lemmas. request,VF;[i] > vz —1 att’. SoVF,;[i] = vs — 1 att’.
Lett” be the timep; advanced/F;[i] to vs. Observe that
Lemma 4.4 While p; is waiting for X and before it has left p; will not issue any new request in betwegrandt”. So for
X, every othep; can make at most two entries to the meetingevery philosophep;, [ # i, p; can advancé/F;[i] to at most
room as a captain to attend a different forum. v, regardless of how it learns of this value. Moreoygmust
not have receiveg, s start message in betwe€randt”, for,
Proof. To enter the meeting room as a captain, a philosopheptherwise p; will make its vsth entry to the meeting room.
must receive acknowledgments to its request from every othethe fact thatVF;[i] = vs — 1 att’ andt’ < ¢ implies that
philosopher. Due to the vector sequence numbers maintaine¢tz', ;] > v5 — 1 att. However, VF;[i] = v, < vg att. So
by the philosophers and the FIFO delivery in each commu-y g, [;] = y5—1att, andt < ¢”. So VF ;]i] can be advanced to
nication link, afterp; has issued a requeBq((i, vsni),X),  atmosts att. Since attime V F;[i] = v; > VF[i] = vs—1,
eachp; can issue at most one request with a priority higherVFj [i] = vs att.
than(i, vsn;) if p; subsequently enters the meetingroomasa 'sg at timet, VF,[i] = VFj[i] + 1, p; has made a re-
captain. This is becaugg’s acknowledgment tp;'s request  questReq((i, vsn;), X) Where vsn;[i] = VF[i] + 1, some
must be received by; after Req((i, vsn;), X) has arrived.  philosophep; has replied to the request with a start message,

So subsequent requestsgymust have a priority lower than  andp, has not yet received the message. The lemma therefore
(1, vsn;). While waiting forX and before leaving, p; does  follows. 0

not acknowledge any request for a different forum with a lower .

priority. So eactp; interested in a different forum can make Lemma 4.6 Suppose p; has received a request

at most one entry to the meeting room as a captain in suchteq((i, vsn;),X) by p;. Then, when the request is removed

a way that the request is received pyafter p; has issued from p;’s requests_set, either (1) the request has ceased to

Req((i, vsn;), X). exist, or (2)p; is already in the meeting room attendig or
Clearly, whilep; is waiting for X, p; can make at most SOmMe philosophep, has replied to the request with a start

one entry to the meeting room to attend a different fo-Message (but the message has not yet arriveg)at

rum m_such a way that the request is recelvedp_l;)y)e- Proof. Whenp, receives a requesiteq( (i, vsn.), X), it keeps
fore p; issuesReq((i, vsni), X). Overall, afterp; has issued  the requestimequests_set until (a)p, receives another request
Req({i, vsn;), X) and before it has leX, p; can make atmost  from p, (line B.4), (b)p; enters the meeting room as a captain
two entries to the meeting room as a captain to attend a difyy attend a different forum, ang’s priority is lower than
ferent forum. O (i,vsn;) (line C.21), (c) VF,[i] is greater than or equal to
vsn;[t] (lines B.17 and E.6), or (@), enters the meeting room
as a successor and the prioritypgfs captain is lower than or
equal to(i, vsn;) (line D.8).

In Case (a), since messages are delivered in FIFO order,
whenp; receives another request freimp; must have already
attendedX and so the requedteq( (i, vsn;), X) has ceased to

Lemma 4.5 Assumg # i. Then, at any time instance, either €XISt. .
(1) V E;[i] < VE[i], or 2)VF;[i] = VE[i]+1, p; has made In Case (b), .by Lemma 4.1, when enters the meeting
arequestReq((i, vsn;), X), wherevsn,[i] = V F[i]+1,some ~ f00M as a captaim, must have attendediand so the request
philosophemp;, has replied to the request with a start message,R€‘J(<Z» vsn;), X) has ceased to exist.

andp; has not yet received the message. In Case (c),VF;[i] must be equal tasn;[i] — 1 when
p; makes the requesReq((i, vsn;), X), and remains in the

Proof. Recall from the algorithm that; changed’ F};[i] only same value untip; attendsX (note thatp; will never advance
when (a) it receives anlck(l, sn;, vf;) such thatuf,[i] > VF;[i] using a value learned from another philosopher). By

The above lemma implies that afigrhas issued a request
for X, at mos2(N — 1) entries to the meeting room can “over-
take”p;'s request in such a way that each entry is for a forum
different fromX, and the philosopher making this entry acts
as a captain in the meeting room.
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Lemma 4.5, whem; finds thatVF;[i] > vsn;[i], it mustbe  after exiting the meeting room. IVF';[j] > vf ;[j], thenp;

the case that either;’s request has ceased to exist, or somemust have made an entry to the meeting room after sending
philosopher has replied to the request with a start message. Stck(j, vsn;[i], vf ;) to p;. Sop; will re-sendp; a new ac-

the lemma is also proven for this case. knowledgmentdck(j, vsn[i], vf/j) with vf/j lj] = of ;[j] + 1.

In Case (d), lep, bep;’s captain, and letk, vsny) be If p;’s new Ack is up-to-date, them; eventually enters
pi's priority. Clearly, if & = i then we are done. So assume the meeting room. Otherwisp, must re-enter the meeting
thati # k. Sincep;, enters the meeting room as a captain, androom. However, since;’s request has the highest priority, by
sincep;’s priority is higher tharp,’s, p, must have already | emma 4.1, no philosopher can act as a captain attending a
receivedp;'s request beforg;, enters the meeting room. There (ifferent forum whilep; is waiting forX. Sop; can only re-
are two subcases to consider. enter the meeting room to atteKd|f p; re-enters the meeting
1. p;’s request is still inp,'s requests_set beforep, enters ~ room as a captain, then singg still keepsp;’s request in its

the meeting room. Them, andp; must be interested inthe  requests_set, p; will reply to p;'s request with &tart message

same forum. Thep;, will also reply top;'s request with ~ when itenters the meeting room (lines C.15-19), Ife-enters

a start message when enters the meeting room. So we the meeting room as a successor, then there must exist some

are done. pi. Which acts as a captain in the meeting room attendling
2. p;'s request has already been removed frgm's By our assumptionp,. has also receiveg;’s request. Ifpy

requests_set whenp,, enters the meeting room. Thep receivedp;’s request before it entered the meeting room, then
must have removed the request because of a reason similax must have sent &tart to p; when it entered the meeting

to one of the above four cases. In any case, it is easy to sg@om (lines C.15-19), regardless of the fact that it has already

that eithemp; has already attendét or some philosopher replied anAck to p;. If p, receivedp;’s request after it has

has senp; a start message. So the case is also prozen. entered the meeting room, thep must have also replied a
Start top; upon receiving,’s request (lines B.9-12). In either

Lemma 4.7 Suppose;’s requestfeq((i, vsn;), X) has the casep; will eventually receivep,’s Start message and will
highest priority among all existing requests. Therwill even- then attenck 0

tually enter the meeting room.

Proof. Given that every message is eventually delivered, wel Néorem 4.8 RA2 guarantees lockout freedom.
may assume that no message is currently in transit. So e
ery philosopher has receiveds request. Moreover, we shall
assume that every philosopher still keeps the request in it
requests_set. Otherwise, the lemma is proven because by
Lemma 4.6p; must have entered, or will eventually enter
the meeting room.

When a philosophep; receivesp;’s request, either (1) it
replies to the request immediately, or (2) it defers the reply e only a philosopher acting as a captain in the meeting room

Broof. From Lemma 4.4, after a philosophgrhas issued a
request foiX, at most2(N — 1) entries to the meeting room
gan precede;’s such that each of the entries is for a forum
different fromX, and the philosopher making this entry acts
' as a captain in the meeting room. Because of the following
three facts:

untilithas leftaforum (lines B.7-13). In the latter cagemust can capture philosophers to enter the meeting room,

be interested in a forum different froiy, and either (2.1p; ¢ a philosopher spends only finite time in the meeting room,
is already in the meeting room, or (242) has not yet entered and

the meeting room, but its request has priority higher than that ¢ Lemma 4.7 that the request with the highest priority will
of p;'s request. In Case (2.1),; will eventually reply top;'s eventually be granted,

request when it exits the meeting room (lines E.2-4) becausaf
it can spend only finite time in the meeting room. Case 2.2
cannot be applied here because by the lemma assumpson
request has the hlgheSt priority in the SyStem. So in eithen’heorem 4.9 RA2 allows concurrent occupancy.
Case (1) or Case (2), will reply to p;’s request.
So assume that evepy, j # 4, has replied tg,;'s request. ~ Proof. This follows directly from the fact that if some philoso-
If some of the replies is &tart, then clearlyp; will enter  phers have issued requests Xoand no philosopher is inter-
the meeting room. Otherwise, all the replies are acknowledgested in a different forum, then all the requestsXowill be
ments. If every acknowledgmentck (j, vsn;[i], vf ;) is up- ~ acknowledged immediately when they are received by their
to-date, i.e.,VF;[j] < of ; 4], thenp; will enter the meeting  destination philosophers. So the philosophers interestXd in
room (lines C.8-10). So for the rest of the proof it remains tocan attend the forum concurrently. O
consider the case that somek (j, vsn;|i], vf ;) is out-of-date.
We argue that ifAck(j, vsn;i], vf ;) is out-of-date, i.e.,
VF;[j] > of ;[j], thenp; will sendp; a new acknowledgment

. . / . I . :

Ack(j, vsni[i], uf 3) with of5[j] = of ;|j] +1. To see this, 0b- | yis section we analyze the performance of the algorithm
serve thatthe value df F'; [j] must be equal tof ;[jJwhenp;  from various perspectives. For message complexity, because
sentAck(j, vsn;[i], vf ;). So wherp; considers the acknowl-  some responses to a request may be caused by other requests,
edgment out-of-date, eitherF;[j] = of ;[j], or VF;[j] > we measure the amortized cost.

of ;[7]- 1f VF;[5] = vf ;[4], by Lemma 4.5; will make an , ,

entry to the meeting room. Sg will send a new acknowl- Theorem 4.10 (Message Complexityhe amortized mes-
edgmentAck(j, vsn]i), vf;-) with vf;» [j] = of ; [1] + 1 to p; sage cost per entry to the meeting room is at 303t — 1).

terp; has issued a request 4y it will eventually enter the
meeting room to atteny. O

4.3 Performance analysis
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Proof. Aphilosophep; multicasts arequegteq((i, vsn;), X) the request before it repliessg, to Req({i, vsn;), X). When
to every other philosopher when it wishes to attend a forum. Ap; receivesp;’s Ack and enters the meeting room as a cap-
philosophep; responds tg;'s requestin one of the following  tain, the Start message it replies t&eq,; must arrive ap;
ways: before Req((i, vsn;), X) does (because, again, messages are

1. It does not reply any message (because it learns from arfi_elivered in FIFO order). Sp; must have already attended a

other philosopher thag; has been captured to attend a 'O"um for Keq, whenit receivesieg((i, vsn;), X). Recall that
forum) ’ msg, is sent wherp; exits the forum. Sonsg, is sent while

, . _ annaky i stillin the forum. By the algorithm, if; has replied an
2. g ;si;esrtggzigequest with exactly one message e'theﬁck to Req((i, vsn;), X) when it is in a forum, then the re-

3. Itreplies to the request with atck and then &Start. questwill be placed ifiriend.requests (line B.16) ?’?% will
4. It replies to the request with at least twleks. There are not reply ano;her message to the request on exiting the forum
two subcases: either,'s replies are allAcks, or are a (line E.3). This then contradicts the fact thgtrepliesmsg,

to Req((i, vsn;), X) on exiting the forum.
sequence oflcks followed by aStart. From the above arguments we see tha} ieplies aStart

To simplify the proof, in Case 4 we consider only the secondto someReq,, 1 < k < [, then theStart must be sent
subcase. The first subcase can be proved similarly. Let thafter Req((i, vsn;), X) has been granted, and before the re-
replies in this case beusg,, msg,,..., msg;, ;. This case quest ceases to exist. So for any subsequent redtst
happens whep;, which has also made a request, g2y, is k < h <, if p; replies toReq,, with a Start, thenp; must
captured to attend a forum after replyingg, to p;. p; sends  still be in the forum requested yeq((i, vsn;), X), and will
msg, 10 p; on exiting the forum. Them; makes a second not reply anAck to Req,, before it replies th&tart. So only
requestRey,, is captured again to attend a forum, and sendsone message is replied pyto Req,,. Sop; can reply to at most
msgs to p; on exiting the forum; and so on unti} sendsnsg, one of the requestBeq,, ... , Req; with an Ack and then a
to p;. Thenp; makes thé th requestReq;, enters the meeting  Start. This completes the proof of the theorem. O
room as a captain, and sendsg, , ; (which is aStart) to p;.

We can envisage eaahsg,, 1 < k < [+ 1, as being Theorem 4.11 (Forum-Switch Complexity) After a
caused byReq,,_; so thatmsg, is counted as a “reply” by philosopherp; has issued a request fof, at mos2(N — 1)

p; 10 Regqy,_,. Sop; replies toReq((i, vsn;), X) with msg;, rounds of passages can be initiated before a roun a$
while p; “replies” to Req,,_; with msg, . Still, p; may actually initiated in whichp; makes a passage through
reply some messages Req,, ... , Req,. Clearly, if p; does

not reply to any of the requests with ark and then &tart Proof. By Lemma 4.2, the passages made by a captain and its
(i.e., Case 3 above), then each request message generates@tcessors must belong to the same round. So every round of
most two replies by the receiver. So the amortized cost pepassages must be initiated by a philosopher that attends the
entry to the meeting room is at mo3tN — 1), and so we meeting room as a captain. By Lemma 4.4, aftdnas issued
are done with the proof. Evenif; does reply to one of the  a request foiX, at most2(IN — 1) rounds of passages can be
requests with amick and then aStart, we can still amortize  initiated before a round of is initiated in whichp; makes a
the cost tdB(V — 1) because only one message (iesg, ) is passage througK. The lemma therefore follows. O
counted as a reply by; to Reg((4, vsn;), X). In the following
we show that indeeg; can reply to at most one of these Lemma 4.12 Suppose a philosophgy makes a passage=
requests with amick and then aStart, thereby establishing  [¢; ., ¢; ;] through the meeting room, ang acts as a captain
the theorem. in the meeting room. Suppose further thathilosophers have
We first show that aftefzeq((i, vsn;),X) has ceased to been captured by; while p; is in the meeting room (where
exist,p; cannot make a new request (s#yg’), and reply a  each of them may be captured more than once). R die
Start to Req), whenReq' is granted forany < k < [.Thisis  the set of passages consistingcofind the passages made
becausg; must receivey;'s Ack to Req’ before it can reply by thek philosophers when they are captured fy Then,
a Start to Reqy,. This Ack must be sent beforeisg, , ;; oth-  dim(R) < k + 1.
erwise, because messages are delivered in FIFO grdeil)
receivemsg, ., before it receives thelck. Then bymsg;, Proof. Let p; be a philosopher that has been captureghby
pi Will know that Reg,, has ceased to exist and so will not in «, and let3 = [t; s, t; ;] be the passage made pywhen
reply aStart to Req,,. On the other hand, the fact that's it is captured. Clearlyt; ; > t; ;. Moreover, ifp; has been
Ack to Req' is sent beforensg, , implies thatp, receives  captured again by; after it has made, thent; ; < t; s
Req' before it repliesmsg;, | to Req((i,vsn;),X). By Req’  thatis,( is contained inv. So, to calculatelim(R) we can
p; knows thatReq( (i, vsn;), X) has ceased to exist, and sowill simply calculatedim(R’), where R’ consists ofa: and, for
not replymsg;,, , to Req((i, vsn;), X); contradiction. eachp; that has been captured by in «, the last passage
Next, we show that beforg; issuesReq((i, vsn;), X), p; ~; made byp; when it is captured by, in «. Because two
cannot make a request (sdjeq”) and reply aStart to any  different~; and~; (that are intervals) need not intersect, we

Reg,, when the request is granted. Clearly, becamse, is  havedim(R) < k + 1. a
sent aftep; issuesReq((i, vsn;), X), Req”” must have ceased
to exist wherp; issuesReq, (and the following requests). So For the following theorem, we say that a philosopher is the

it remains to consider whether or notcan reply aStart to pioneerof a round of passages if the philosopher initiates the
Req, after Req” is granted (and before it ceases to exist). If first passage of the round (where the philosopher must attend
this is case, thep; must receiveReq” and reply anAck to  aforum as a captain).
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Theorem 4.13 (Time Complexity)Suppose that a philoso- 30x, where philosophers use the meeting room in a mutually
pher p; has made a request. Lét be the set of passages exclusive style. Likewise, the throughput ratio (shown in the
that are initiated aftep; has made the request, and that must two third charts from the top) also increases as the level of
be completed beforg; can enter the meeting room. Then, contentionincreases. Allthese results show that RA2 performs
dim(R) < (N —-1)(3N —2)/2. much better than RA1 does. The two bottom charts show the
) _ ) average number of messageq V — 1)) needed per request

Proof. Let ¢, be the time at whictp; makes its request (say o the meeting room. Although, as analyzed in Theorem 4.10,
Request((i, vsn;), X)), andt; be the timep; enters the meet-  the worst case message complexity of RA3(& — 1), the
|ng room to attendcK. Suppose thaR consists O'E. rounds of average message Comp|exity never excééﬁigv _ 1) in the
passagesi;, Ry, ... , [t;. By the mutual exclusion property simulation. In contrast, RA1's message complexity is fixed to
of the algorithmdim(R) = >, ., ., dim(Ry,). 2(N —1).

Clearly, of thel rounds of passages, at most one of themis  |n the second experiment we studied the performance of
initiated before; . By Lemma 4.4, every othex; can establish  RA2 with respect to the number of fora For eachn, we con-
at most two rounds of passages in betwgeandt, such that  sidered five levels of contention: 100% (Wjthy,inking = 0),
p; mustwaituntil the passages in the two rounds are completeg0% (with [thinking = 250ms), 33.3% (Withiininking =
beforep; can enter the meeting room. & 2(N — 1) + 1. 500ms), 20% (Withininking = 1000ms), and 5.9% (with
However, recall from the proof of Lemma 4.4 that of the 2 [ihinking = 4000ms). The results are shown in Fig. 8. Com-
rounds of passages; establishes, one must be initiated in pared with the results in Fig. 5, we see that wheincreases,
the way thatp; acknowledge®;’s request beforé;, while  RA2's performance decreases more gradually than RA1 does.
the other is initiated in the way tha acknowledgeg;'s In the third experiment we studied how concurrency and
request after;. So if a philosopher has initiated a passagedelay are affected by various capturing policies, thereby study-
a in betweent; andt, such thatn belongs to a round that ing the tradeoff between concurrency and delay under various
is initiated beforet,, then the philosopher can establish at entry policies. Recall that in RA2 only captains are allowed
most one round of passages in betweerand ¢;. So for  to capture. Capturing increases concurrency at the expense of
the worst case scenario, we may assumelthat2(N — 1) delaying granting some requests to different fora. By disabling

and all the rounddi;, Ry, ... , R, are initiated aftett;. Let  the capturing procedure in RA2, we can see how concurrency
Ry, Ry, ..., Ry—1 be the rounds that are initiated in the way and delay are affected by the capturing procedure. Note that
that p; acknowledges the pioneers’ requests befgreand  in this case RA2’s entry policy reduces to RA1’s.

Ry, RN+1,-.. , Ryv—1) are initiated in the way that; ac- We also modified RA2 to allow successors to capture,
knowledges the pioneers’ requests after so as to see if RA2’s concurrency can be further increased.

Consider each roundy. Observe that if a philosopher |t is clear that successors can capture philosophers only in
p; has been captured by the pioneer®f while the pio-  some restricted way, or else livelocks could occur (because
neer is in the meeting room, then's next request must be two philosophers may repeatedly attend the same forum via
received byp; aftert;, and sop; cannot be the pioneer of the capturing procedure, thereby blocking a third philosopher
Ry, Ry, ..., Ry after it has made the new request. How- from attending a different forum). We considered two possible
ever,p; can still be the pioneer dkx, Ry11,... ,Royv—1)  modifications: In the first modification, we allow a successor
because;’s new request may still have a priority higher than p, to capture a philosopher; only if p; does not have a re-
the priority ofp;’s requestiRequest ((i, vsn;), X). Thismeans  quest for a different forum by a third philosopher. We shall

that for each pioneer @ty , Ry 1, - .., Ro(v—1), the pioneer  use RAZ to denote this modification.
of the round may capture at mast — 2 philosophers; while In the second modification, we allow capturing to go at
for each pioneer of?;, Ry, ..., Ry_1, One can capture no  mostk levels from a given captain for some constaniMore
philosopher, one captures one, one captures.twoand one  precisely, we call a philosopher captured by a captiagt-
capturesV — 2. By Lemma 4.12, therefore, generation successofn [ th-generation successor attending
a forum can capture a philosopher (also by sendingsitaa
dim(R) = Z dim(Ry) message) requesting the same forurh 4 k. The captured
1<k<l philosopher is called afl + 1)th-generation successpand
= (N —1)(3N —2)/2 O is also allowed to capture {f +1) < k. We shall use RAg:)

to denote this modification. It can be seen that RA2 can be
easily modified to RARk). Since RAZk) allows up tok th-
4.4 Simulation results generation successors, RA2 reduces to the original version
of RA2 that was presented in Sect.4.1, and RAZeduces
The simulation was conducted in a setting similar to that forto the version of RA2 that does not allow any philosopher to
RA1 (see Sect.3.3). In the first experiment we studied howcapture.
RAZ2 reacts to contention. We considered five different values We measured how a philosopher’s request is delayed by
of m (2, 3, 5, 10, and 30) for both random forum choice andmeasuring the time a philosopher stays in statfing per
fixed forum choice. The results are shown in Fig. 7. From therequest. To see how this delay is affected globally and locally
two top charts we see that the average round size increasesder different entry policies, we measured (1) tdwerall
as the level of contention increases. The two second chartdelay, which is the average delay for all philosophers, and
from the top show that the numbers of forum switches for(2) thecaptain’s delay which is the average delay for only
m = 2,3,5 and10 (left chart), and form = 2x,3%,5x and  captains. It is clear that in RAR) and RAZ, a round of
10« (right chart) are all significantly smaller than that far= forum must be initiated by a philosopher entering the forum
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Fig. 8. RA2’s performance with respect to the number of feraTimet in each chart shows the value @finking

as a captain. So the captain’s delay indicates when a roundne level does improve RA2’s concurrency. However, the im-
of forum is ongoing and some philosophers are waiting forprovement fromk = 1 to k£ > 1 is not as significant as the
a different forum, how these philosophers are delayed wheimmprovement fromk = 0 to k& = 1. On the other hand, cap-
we allow late philosophers to jump over them to attend thetain’s delays fork = 3 andk = 10 are generally longer than
ongoing forum. that fork = 1 (see the bottom right chart).

Inthe first part of this experiment we studied the following Inthe second part of the concurrency vs. delay experiment,
algorithms: RAZ, RA2(0), RA2(1), RA2(3), and RAZ10) we then studied how affects RAZk). For each value of,
under different levels of contention. The number of fata  we consider four cases: = 2x With fihinking = 250ms,
is set to2x (with fixed forum choice). The results are shown m = 2% With pspinking = 1000ms, m = 5% With fiihinking =
in Fig. 9. From the results we see that capturing is crucial250ms, andm = 5% With pimking = 1000ms. The results
in boosting the performance of the system. Without capturingare shown in Fig. 10. Again, we can see that other than mes-
(asin RAZ0)), the measured values for round size, number ofsage complexity, RAQ) performs significantly better than
forum switches, throughput ratio, overall delay, and captain’sRA2(0) does. Fork > 1, from the top left chart we see that
delay are all significantly worse than those that allow captur-the round size increases/amcreases for the following three
ing. Only message complexity is slightly reducedtd7 — 1) Casesm = 2%, lihinking = 200ms, m = 2%, Uthinking =
asin RAL). 1000ms, andm = 5%, fihinking = 250ms. Because the num-

By comparing the results for RA2and RAZ1), we see  ber of philosophers that can potentially attend the same forum
that allowing successors to capture while no other philosopheis fixed (to/N/m), in the above three cases the number of times
is waiting for a different forum has little help toincrease RA2’s a philosopher can be captured to re-enter an ongoing forum
concurrency. Intuitively, this is because when a philosopheilincreases as the capturing level increases. Likewise, the num-
p; requests a forunX while X is ongoing, the chances that ber of forum switches (see the middle left chart) decreases as
no other philosopher is waiting for a different forum and all k increases.
philosophers currently attending are successors are quite Note that the round size for = 5%, fishinking = 1000ms
low. (If some philosopher attendingis a captainp; will be is roughly unchanged fok > 1. This is because when the
captured by the captain as in RA2.) number of philosophers that can potentially attend the same

Moreover, by comparing the results for RA2, RA2(3), forumis small, and the time philosophers stay in stateking
and RAZ10), we see that allowing capturing to go more than is long, there is little chance for a successor to meet some
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Fig. 9. Performance of RA2and a family of RAZk) with respect to contention. The number of ferais set to2x

philosopher requesting the same forum while the successor & Conclusions and future work

in a forum. Similarly, the number of forum switches is roughly

not affected by for & > 1.

We have presented a simple algorithm RAL for CTP. The

On the other hand, throughput ratio and overall de|ay Staﬁlgorithm is a St_raightforward modification from Ricart and
approximately the same for &l > 1 in the four cases. This Agrawala’s algorithm for-process mutual exclusion. We then
means that the overall performance of the system has almoshowed that although RA1 appears to be fine from various

reached its limit wherk = 1. Together with the fact that
forum size increases dsincreases (for the cases = 2x,
Kthinking = 250ms; m = 2%, lhinking = 1000ms; and
m = 5%, Uinking = 250ms), we can expect that captain’s
delay will increase a& increases. This is witnessed by the
results shown in the bottom right chart.

static measures (with( N — 1) in message complexity, forum-
switch complexity, and time complexity), it behaves like a mu-
tual exclusion algorithm (where only one philosopher can bein
aforum at a time) when the number of farethe philosophers

in CTP may like to hold increases. As analyzed in Sect. 3.2,
this performance degradation is due to the combination of the

Finally, message complexity is roughly not affected by following two facts:

k. From the results we can conclude that, in genédrak 1
achieves the minimal delay globally and locally while offering
the best throughput of the system.

— The entry policy that no philosopher can attend a forum if
there is a higher priority request from a different philoso-
pher waiting to attend a different forum.
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— When two groups of philosophers request two differentRA2 requiresV to3(N —1) messages per entry to the meeting
fora simultaneously, the “order” of their requests enforcedroom, and has forum-switch complexigyN — 1), and time
by the system (that is used to determine the priorities ofcomplexity O(N?). Although these static measures do not
the requests) is likely to place philosophers of differentdiffer much from those of RA1, RA2 performs significantly
groups, rather than philosophers of the same group, in abetter than RA1 does at run time.

adjacent order.

Based on this finding we then proposed a weaker entryg

policy as follows, and presented a new algorithm RA2 to im-

plement this policy:

— No philosophep; can attend a forurX if there is a higher
priority request from somg;, waiting to enter a different
forum, unless there is anothgy already inX such that
p;'s request has priority higher than’s request.

Based on RA2, we have also studied several other entry
policies. Specifically, we allow capturing in RA2 to go o
enerations so thdth-generation successors are allowed to
capture ifl < k for some constarit. Our experimental results
indicate that, in generak = 1 (i.e., RA2’s original entry
policy) achieves the minimal delay globally and locally while
offering the best throughput of the system.

The comparison between RA1 and RA2 also highlights
several directions for future work. For example, in the worst
case, RA2 need®d — 1 more messages per entry to the meet-
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ing room than RA1 does (although in the simulation RA2’s that any collection of -+ 1 quora contains a pair of intersecting
average message complexity is no more th&{N — 1)). quora.
Moreover, each request in RA2 bears a vector timestamp, It is clear that that quorum systems for mutual exclusion
while only a timestamp is needed in RAL. The use of vec-are not suitable for group mutual exclusion, for otherwise, only
tor timestamps compromises the scalability of RA2. Thus, itone process can be in the critical section at a time. Similarly,
will be interesting to see if RA2 can be further improved to quorum systems fok-exclusion cannot be applied to group
reduce its message complexity and message size. It will alsmutual exclusion, for otherwise, two processes from different
be interesting to see, from the information structure point ofgroups might successfully acquire two disjoint quora simulta-
view, minimum information required for exchange betweenneously and then both enter the critical section. Thus, quorum
processes for various entry policies. systems for group mutual exclusion must be completely re-
In the paper we have chosen Ricart and Agrawala’s algodesigned. Our future work will focus on the design of quorum
rithm as our first step for solving group mutual exclusion in systems for group mutual exclusion.
computer networks. As we said before, the choice came from

the observation that the algorithm can be straightforwardly cknowledgementsThe author would like to thank Kuen-Pin Wu

extended to group mutual exclusion, while no other mUtual\ﬁlen-\]ian Tsai, and Jen-Yi Liao for comments on the earlier work of

?XCIus'on alg,or'thms we are awa,re Qf exhibit th,'s simplicity this research. The author would also like to thank Vassos Hadzilacos
in the extension. Nevertheless, this simple algorithm suffers g, e anonymous referees; their comments and suggestions have
severe performance degradation and so it is interesting to S&g pstantially improved the content and the presentation of the paper.
why this degradation occurs and how it can be avoided. AS\ preliminary version of this paper appearedRroc. 13th Inter-
discussed above, the degradation is due to the fact that wheftional Symposium on DIStributed Computing (DISC@@)ture

two groups of processes request for critical section simultanenotes in Computer Science 169®. 195-209, 1999.

ously, the “order” of their requests enforced by the system is

likely to place processes of different groups, rather than pro-

cesses of the same group, in an adjacent order. So to increaggpendix A: Definition on concurrent occupancy
concurrency, requests cannot be granted entirely based on this

order. We believe that this finding can be applied to otherThe definition of “concurrent occupancy” given in the paper is
“permission-based” approaches to group mutual exclusion. due to Keane and Moir [14], but the term was recently coined

In the literature numerous algorithms have been pro-by Hadzilacos [10]. In the original specification of CTP [12],
posed for mutual exclusion (see, for example, brief surveyd used the term “concurrent entering” to exclude solutions
from [23,21,24]) and folk-exclusion (see, e.g., [19,25,4,3, to CTP that may impose unnecessary synchronization among
13,8]) in computer networks. These algorithms can be broadlyphilosophers attending a forum when no one else is interested
classified into two categoriesoken basedand permission  in a different forum. The definition given in [12] is as follows:
based[21]. Token based algorithms achieve mutual exclu-
sion through a unique token competed for by the processes,
while in permission based algorithms a process seeks permis-
sions to enter the critical section from some set of processes
called aquorum[9]. In general, token based algorithms pro-
duce less message traffic, but have long minimum synchrobnnecessary synchronization occurs, for example, in solutions
nization delay. Minimum synchronization deleg the mini-  that directly or indirectly apply ordinary mutual exclusion al-
mum delay, measured by message transmission time, from thgorithms to solve the problem. The use of such algorithms
time a process invokes a mutual exclusion request to the timéorces philosophers to wait for one another in ordeemer
it enters the critical section.) In contrast, permission based althe meeting room, even if no other philosopher is interested in
gorithms have short minimum synchronization delay, and area different forum. However, the phrase “attend the forum con-
more fault-tolerant because a quorum usually consists of gurrently” although suggestive is somewhat vague. Keane and
subset of the processes in the system. Its message complexitjoir [14] later gave a different interpretation of the definition
depends on the size of the quorum a process uses. For exams seen in Sect. 1:
ple, thefinite projective planesjuorum system proposed by
Maekawa [17] has quorum sizéN, and so a mutual exclusion
algorithm based on this quorum system requires arly’N)
messages per entry to the critical section. (For comparison,
Ricart and Agrawala’s algorithm need§ N) messages, and
cannot tolerate any site failure.)

In light of the above discussion, it might be interesting to The definition they gave is weaker than what | intended. In
investigate quorum-based algorithms for group mutual excluparticular, their definition precludes a direct application of
sion. As discussed above, a process must acquire a quoru@idinary mutual exclusion algorithms to CTP, but does not
(i.e., obtains permission from every member of the quorum)preclude the use of such algorithms as a primitive.
in order to enter the critical section. A quorum member gives  The distinction between these two definitions was recently
permission to only one process at a time. So a quorum systeglarified by Hadzilacos [10]. He called Keane and Moir’s def-
for mutual exclusion requires that every two quora in the sys4nition “concurrent occupancy”, and gave a precise definition

tem intersect, and a quorum system feexclusion requires ~ for “concurrent entering” in a shared-memory model as fol-
lows:

Concurrent Entering : If some philosophers are inter-
ested in a forum and no philosopher is interested in a
different forum, then the philosophers can attend the
forum concurrently.

Concurrent Occupancy: If some philosophep has
requested a forunX and no philosopher is currently
attending or requesting a different forum, thewean
attendX without waiting for other processes to leave
the forum.
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