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Abstract

We propose Personal Data Backbone (PDB) to provide
universal profile services over peer-to-peer networks. The
main objective is to bring the control of personal data back
to their owners. By using peer-to-peer technology, people
can collaborate with one another to establish the services
without resorting to a centralized mechanism or corpora-
tion, thereby removing concerns such as privacy, security,
and monopoly. The peer-to-peer technology also achieves
better trust, availability, accountability, and reliability, as
compared to the centralized ones.

1 Introduction

Many information services and applications need per-
sonal data (such as ID, passwords, gender, birthday, ad-
dress, e-mail, credit card information, etc.) for authenti-
cation and other application-specific purposes when users
sign on their systems, or when users open/close transac-
tions in the systems. As more and more Internet services
are offered, a user may have to maintain many copies of
his personal data at different places, and sometimes need to
manually enter their data over and over again. To relieve
users from such troublesome tasks, the so-called Univer-
sal Profile Systems (UPSs) have been developed to allow a
user to access different information services with only a sin-
gle action of authentication and authorization. Such service
also reduces service providers’ cost to maintain their own
databases for personal information.

Generally speaking, such service can also be imple-
mented as a component in a person’s computer (e.g., in-
tegrating with the person’s browser). For example, current
Web browsers can remember IDs and passwords of users.
When a person wants to login a Web service, he needs only
to input a few alphabets, which then invoke a local proce-
dure to interact with the Web service to auto-fill the user’s

identity and password for the Web service. One obvious dis-
advantage of this is that the procedure cannot be accessed
from a remote site from which the user wishes to access the
Web service. Even if the technology allows the user to do
so, the data the procedure manages still cannot be accessed
remotely if its hosting computer is powered off or unreach-
able from the Internet.

In light of these problems, remote resources can be uti-
lized to host the users’ data and provide services while the
users’ home computers are not reachable. Currently, several
service providers have provided their UPS services (e.g.,
the Microsoft’s Passport [14], the Liberty Single Signon
of Sun and IBM [20], and AOL’s Magic Carpet [19]). Take
Microsoft’s Passport service for example. A person can use
a single Passport account to traverse all Passport participat-
ing services seamlessly. However, some concerns may arise
when a UPS service is maintained and provided by a single
authority or organization:

� Other service providers may not wish to share their
customers’ data with the UPS service provider (es-
pecially when the latter may be or may become their
competitor). Furthermore, while the operation of such
service can bring up commercial profits and competi-
tion advantages, several similar services may emerge.
Consequently, we could end up again in having to
maintain personal data at different UPS services.

� The centralized UPS service may become a threat for
privacy and a clear security target. This of course does
not mean that other kinds of services do not have the
same concerns. However, because a UPS can touch
more complete personal data of its users than other
kinds of services do, these concerns pose a more se-
rious problem than to the others. For example, a UPS
service is able to track a user’s behaviors secretly while
the user requests other services. Moreover, the cen-
tralized data source may provide an easy way for an
unauthorized third party to gather large amount of in-
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formation [17].

� People may be forced to accept an extra cost, e.g., to
receive a lot of advertisements and to use some com-
panioned software packages, added by the UPS service
provider.

In light of these concerns, we propose Personal Data
Backbone (PDB) to provide UPS service using peer-to-
peer (P2P) technology. The advances of personal com-
puters and broadband networks have made it possible for
people to easily collaborate with one another to establish
services. For example, the legendary P2P company Nap-
ster [31] that once allowed millions of users to share MP3
files has opened the epoch of P2P applications. Although
the kernel of Napster still relies on a centralized server to
index and manage resource information, later development
in P2P technologies [6, 9, 27, 23, 12] has completely re-
moved this restriction. Therefore, by using P2P technolo-
gies in UPS services we can decentralize the management
of personal profiles to achieve better availability, account-
ability, reliability, and trust.

Unlike other general purpose peer-to-peer storage sys-
tems (e.g., the Chord File Systems [27] and OceanStore [23,
12]), PDB is designed particularly to tolerate a certain de-
gree of failures and to offer accountability of personal data
access. Accountability enables users to know who have ac-
cessed their personal data so as to discover potential secu-
rity threats. To do so, we decompose and encode a user’s
data into � chunks such that at least � out of the � chunks
must be retrieved to reconstruct the original data. The place-
ment of the � chunks ensures that they will be physically at
� different peers (provided of course that there are at least
� peers in the network). Therefore, a person’s profile data
can still be accessed even if � �� peers to which the data
are distributed are unavailable. Access to a data chunk is
logged at each peer for accountability. So by letting a re-
quest to retrieve at least � chunks of the encoded partial
information of a person’s profile, at least � sites will have a
log recording the access. So even if��� out of the� peers
from which the request has been recorded have crashed, we
can still correctly identify the requester.

The next section provides a quick overview of our sys-
tem. Sections 3-5 then describe this system layer by layer.
Finally, conclusions and future work are offered in Sec-
tion 6.

2 System Overview

The structure of PDB, shown in Figure 1, is composed
of four layers: UPS Service Layer, Personal Data Object
Layer, Chunk Storage Layer, and Base Layer.

The Base Layer provides services for forming and ac-
cessing to the physical resources. It maintains a given topol-
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Figure 1. Layers of PDB Service.

ogy for the participating nodes in the network, provides
distributed name lookup services, and manages the shared
physical resources in each host.

The Personal Data Object Layer and Chunk Storage
Layer maintains the physical personal data objects. We use
the term ‘chunk’ rather than ‘block’ to refer to the basic
data unit because it is slightly different from that used in
traditional file systems. File systems usually divide a large
file into several small blocks to reduce seek and processing
cost. In contrast, a chunk here represents only a partial and
encoded information of a data object, and different chunks
of an object may contain overlapping information to cope
with fault tolerance. The bottom three layers can also be
replaced by other peer-to-peer storage systems. However,
as shall be clear shortly, some modifications are needed to
ensure fault tolerance and accountability.

The division of labor between the Personal Data Ob-
ject Layer and the Chunk Storage Layer is as follows: The
Personal Data Object Layer provides an interface for UPS
Service Layer to gain access to individuals’ personal data
objects for backbone operation. It decomposes and re-
assembles personal data objects to satisfy the requests from
the UPS Service Layer. On the other hand, the Chunk Stor-
age Layer provides the main functions of chunks manage-
ment. It contains the following components: Chunk Ac-
cess, Chunk Allocation, and Chunk Discovery. Chunk Ac-
cess provides an interface to access chunks. The Chunk
Allocation mechanism allocates other nodes (by communi-
cating with the corresponding mechanism in the destination
hosts) when chunks need to be replicated and migrated. Fi-
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Figure 2. Routing on a Plaxton mesh.

nally, the Chunk Discovery mechanism searches for target
chunks.

The UPS Service Layer provides the following four main
functions for UPS services: The opt-in procedure is invoked
when a person wants to use an ISA (Information Service
and Application) through PDB at the first time. Thereafter,
he needs to login the ISA for authentication every time he
wishes to use its service. The administration service allows
a person to set and modify his personal data. The data ser-
vice allows ISAs to request data from the backbone. Details
of this will be provided in Section 5.

3 Base Layer

Like many other P2P systems, naming and routing are
combined together to provide route discovery and name
resolution at the same time. Objects and nodes are given
unique identifiers separately. Each object is then placed on
a certain node by associating their identifiers. Thus, resolv-
ing an object can be done by routing to its corresponding
node. Below, we introduce the basic idea of naming and
routing used in our P2P system; more details can be found
in [13].

PDB modified the scheme proposed by Plaxton et
al. [22], which is also used in Tapestry [32] and Pastry [24].
Each node is labeled with a unique identifier that is gener-
ated by hashing its MAC address with a random time when
it joins the backbone. Together, they form an overlay net-
work which we refer to as Plaxton mesh. An application
can thus reach a node of a specific identifier by routing on
the Plaxton mesh.

Routing on the Plaxton mesh is done in a suffix-routing
fashion as shown in Figure 2. The specified identifier is
matched digit by digit along the routing path. For example,
to send a message to some node �, say 3F68, from node
�, say ����, � first sends the message to an arbitrary node

with identifier that ends with 8, say 2318. Node 2318 then
matches one more digit by forwarding the message to any
node that ends with 68, for example, node E368. Node E368
then matches one more digit by forwarding the message to
any node that ends with F68, in this example 1F68. Node
1F68 then locates node 3F68, and we are done.

From the above example we see that locating a data ob-
ject from any node in the mesh can be done in �������
steps, where � is the total number of nodes in the net-
work. We can also see that a node � 	 ���� � � � ����
(in digit representation, and assuming a hexadecimal sys-
tem) needs to know nodes with identifier �
 (i.e., any node
with suffix ‘0’), ��� � � � � ��, �
�� (any node with suffix
‘0��’), ����� � � � � ����, �
����� ������� � � � � ������, and
so on. So each node needs to maintain a routing table of
size �������.

To cope with node failures, the following modification is
made to the original Plaxton mesh: We partition the whole
backbone into � clusters as follows: The residue of the
node’s identifier � divided by � (that is, � 
�� �) is used
to decide which cluster a node belongs to. In each cluster,
a node is routed based on the new identifier � � �. So the
nodes in a cluster form a Plaxton mesh. Recall that all nodes
in a Plaxton mesh can be reached starting from any given
node in the mesh. So to reduce routing table overhead, a
node � maintains a routing table that is needed to resolve
the routing information within the Plaxton mesh � belongs,
plus � � � additional pointers, each of which pointing to an
arbitrary node in a different cluster (see Figure 3). Routing
to a specific node should first locate the proper cluster and
then proceeds as described above. Therefore, starting from
any node in the network (which is composed of � pairwise
disjoint Plaxton meshes), it is possible to locate any other
node in the network, regardless of whether they are in the
same cluster or not. Moreover, locating objects in the net-
work can be done in parallel, and so searching � objects in
the network still requires only ���� time.

Node failures are remedied in two ways: backup links
and random node search (these two schemes apply to both
inter and intra cluster topology maintenance). Recall that
at each hop in Plaxton routing, we have multiple choices.
For example, in Figure 2, to find a node ending with 05, we
have 0005, . . . , 1005, . . . , FF05. We reserve � linkages out
of these choices for each hop. Therefore, we can swap to
other links once we have a link failure. In case all backup
links have failed, a node initiates a random node search: it
selects a random neighbor and tries to route to a node that
has such suffix.

4 Personal Data Objects Management

In this section, we first discuss how a personal data ob-
ject is divided into chunks. We then propose a chunk place-
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ment scheme that facilitates availability and accountability
under a certain degree of failures, and then the composition
of the chunks.

4.1 Object Decomposition

As shown in Figure 4, to decompose a data object (an en-
coded personal profile provided by the UPS Service Layer),
we first divide it into blocks of size � bytes. Each block is
encoded through a Block Encoder. The Block Encoder here
uses the Reed Solomon scheme. In the areas of communi-
cation and data storage, Reed Solomon encoding scheme is
often used to cope with errors and to achieve availability and
data durability. It uses less bandwidth and storage than sim-
ple replication schemes in the application of distributed file
system [30]. It also has the lowest theoretical possible value

for correcting � errors with only �� parity checks [28]. Each
encoded block with � bytes parity checks of Reed Solomon
codes can correct at most �� � � � � errors, where � is
the number of bytes being modified (manipulation errors),
and � is the number of bytes being erased or lost (erasure
errors).

Suppose the data object is of size � � ���, and suppose
that � bytes parity checks are used in the encoding scheme.
Each �-byte block is encoded to be an ��� ��-byte block.
So the original data object of size � � ��� is encoded into
� blocks of size ��� �� bytes. Let � � �� �, and assume
that there are � queues of data streams, each of which is to
produce a data chunk. Each of the �-byte encoded blocks
then is split and added to each queue, one byte per queue.
So, in total there are � chunks of size � bytes to be produced
by the queues.

According to the Reed Solomon encoding scheme, any
� out of the � non-corrupted chunks can be used to recon-
struct the original data object, but no less. In the presence of
errors, more than � chunks may be needed to reconstruct
object.

4.2 Chunk Placement

Every personal data object � has a unique identifier, say
�����. Assume that it is of size 	 bits. To insert the � chunks
of � into PDB, each chunk must be assigned a unique iden-
tifier, too. The 
 th chunk of � is given the identifier com-
posed of 	 � ��	 � bits, with the 	 most significant bits ob-
tained from �����, and the ��	 � least significant bits ob-
tained from the binary representation of 
. For notational
convenience, we will use ����� 
� to denote the identifier of
the 
 th chunk.

As described in Section 3, the whole backbone is parti-
tioned into � pairwise disjoint clusters. The nodes in a clus-
ter forms a Plaxton mesh. A node � with identifier �����
belongs to the 
 th cluster if ����� � 
 (mod �). Assume
that the identifier of a node has 	� bits. Within each clus-
ter, only the left most 	� � ��	 � bits are effectively used in
determining the routing information of the Plaxton mesh of
the cluster.

To place chunks to nodes, like the original Plaxton hash-
ing scheme, a chunk ����� 
� is placed in the node whose
identifier matches the right most 	� bits of ����� 
�. If the
node does not exist in the Plaxton mesh, then a unique sur-
rogate within the same mesh will be summoned to assume
the responsibility of the missing node; that is, to host the
chunk ����� 
�. As such, the placement scheme guarantees
that each cluster contains at most one chunk of a data object.
For surrogate choosing, the surrogate of � is the node in the
mesh whose ID is the closest to �. In case there are two such
candidates (when ������� ������� � ������� �������),
then the one with the smaller ID is chosen.
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4.3 Object Reconstruction

As shown in Figure 5, a personal data object, which has
been decomposed into � chunks, can be reconstructed as
follows: The requester attempts to collect the � chunks from
the network. Then, each chunk is dealt with byte by byte.
For example, the first bytes of each of the � chunks are con-
catenated together to form a codeword to generate the first
block of the original data object. The second bytes of the �
chunks are used to generate the second block, and so on. If a
chunk is unavailable, its corresponding index in a codeword
is marked.

By using the information of a codeword and what bytes
of a codeword are unavailable, the decoder tries to recon-
struct the original data block. Recall that � parity checks are
used in the Reed Solomon encoding scheme. Assume that
� bytes in a codeword are unavailable, and � bytes are cor-
rupted. Then these errors can be discovered and corrected
if �� � � � �, and so a correct �-byte block (cf. Figure 4)
can be reconstructed and placed to a queue, which is used
to generate the original data object.

If �� � � � �, there are two possible cases:

� The decoder can discover the error but cannot correct
the error. In this case, the decoder will report the error.

� An error block may not even be discovered by the de-
coder, and so an error data object could be generated.
The error is intended to be discovered in the UPS Ser-
vice Layer where a signature is embedded in the object
for verification.

There are two schemes to embed signatures into objects:
(1) whole-object signature, and (2) signature per chunk.
The choice of the two trades off between performance and
fault tolerance. It is clear that embedding a signature into
each chunk costs extra space and time. However, recall
from above discussion that � parity checks can tolerate up
to � manipulation errors and � erasure errors, provided that
�� � � � �. If manipulation errors can be discovered,
they can be treated as erasure errors by discarding the er-

ror chunks. So fault tolerance increases as now the system
can tolerate up to � � � � � errors.

To summarize, the object decomposition method (where
a data object is decomposed into � chunks and the size
of each processing block is �) and the chunk placement
scheme can tolerate the following types of errors:

� A personal data object is guaranteed to be available
while twice the number of manipulation errors plus the
number of erasure errors about the object does not ex-
ceed � ��.

� When a chunk is accessed, the node hosting the chunk
will record the request (which is signed by the re-
quester so that it is non-repudiable). Because a re-
quester must obtain at least � chunks of an object to
access its content, a user can obtain information about
who has accessed his data object by composing the
logs of the hosting nodes. The access information will
not be lost if the number of crashed nodes does not
exceed � � �. An interface is provided to the UPS
Service Layer to retrieve the access logs, as well as to
integrate them from different sites.

4.4 Related Work in Global Storage Services

From the infrastructure point of view, PDB can also be
viewed as a global storage service, which enables people
and applications to access required data anywhere and any-
time efficiently. This concept is originated from distributed
storage systems. For example, NFS [25] and AFS [16] pro-
vide transparent remote access to shared files across net-
works. These systems are developed to provide services in
local area networks. Some modifications are needed to ex-
tend them to a global scale. For example, WebNFS [3] aims
to use NFS in wide-area networks and Internet applications.
Coda [26, 11] extends NFS to disconnected computing so
that portable and mobile computers can still be used when
disconnected from the network.

To allow data to be efficiently accessed in the Internet
scale, a large number of servers may be needed to store
replicated data. Consequently, loads can be distributed
among these server and at the same time data can be ac-
cessed from a nearby server to reduce transmission delay.
It may be too expensive or uneconomical for a single com-
pany to deploy these servers on its own. Therefore, content
delivery networks (CDNs), which can also be viewed as a
kind of global storage service, have emerged to help data
distribution [10]. For example, Akamai deploys more than
ten thousands servers over more than sixty-two counties [1].
Content providers can then use Akamai’s CDN to distribute
their content.

Instead of deploying thousands of servers, several re-
searches have considered to utilize existing numerous per-
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sonal computers with peer-to-peer technologies. People
who are willing to share their storage space can cooper-
ate with each other to provide global storage services. For
example, MojoNation (MN) [15] and IBP (Internet Back-
plane Protocol) [21] offer CDNs formed by connecting in-
dividuals’ personal computers. Similarly, OceanStore [23]
is designed to maintain global data storage with millions of
cooperated computers.

An important issue in global storage services is avail-
ability. A simple and perhaps the most adopted approach is
to replicate each data object. Our approach in this article,
however, is to decompose an object into � chunks such that
at least � out of the � chunks must be obtained in order
to reconstruct the object. The � chunks are placed at dif-
ferent sites so that a single server error can only affect one
of the chunk. This approach increases reliability, facilitates
accountability, and achieves censorship resistance [29, 8],
which makes it difficult for a third party to make changes or
force the deletion of objects in the system.

5 UPS Service Layer

This section presents the UPS Service Layer used to im-
plement the service of PDB. We begin by presenting in Sec-
tion 5.1 the main functions of PDB service, and illustrate
how the layer can support these functions. The detailed de-
sign and the main components are presented in Section 5.2.

5.1 Main Functions

This section details the main functions of PDB as intro-
duced in Section 2. Because we are dealing with personal
profiles, we first present our logical view of a personal data
object in Figure 6. Generally speaking, a personal data ob-
ject is composed of several sub-objects. For example, basic
profiles are information that can be used to describe an indi-
vidual; derived data are dynamically generated from other
“raw” data (e.g., “the person’s total amounts of online pur-
chase last month” can be calculated from the person’s be-
havior logs); authentication information includes users’ id
and passwords, and other information that can be used to
identify who the user is; preferences and settings are data
set by people to represent how they wish associated appli-
cation services to be personalized (or customized); behav-
ior logs are logs that record a person’s interaction with a
service application; collections refer to other data collected
by a person, such as images, videos, documents, mailbox
and other kind of files. A sub-object may further contain
other attributes as its sub-objects. For example, the data ob-
ject ‘Name’ in Figure 6 contains ‘First Name’, ‘Last Name’,
etc., as its sub-objects.

Before a user can use the service of PDB, he must install
a PDB service client in his local host. In order for the client

Personal Data Object
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Authentication
Information

Basic Profile

Derived Data
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......
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......
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......
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......

Directory 1

Directory 2

File 1

File 2

......

Figure 6. Logical View of Personal Data Object

to know whom the user is, the user needs to ‘sign in’ the
backbone. We call this procedure ‘sign-in’ to distinguish
it from the login function (to ISAs) of PDB. In the sign-
in procedure, the client requests the user to input his ac-
count name, some permanent key/attributes, and password
for authentication. The account name and the permanent
key/attributes are used to produce a globally unique iden-
tifier for the user’s personal data object. This identifier is
then passed to the Personal Data Object Layer to locate and
retrieve the (encrypted) personal data object. After the ob-
ject is obtained, the client uses the password to decrypt the
object and to authenticate the user. Note that after the user
has signed in PDB, the system has retrieved his profiles and
so he can thereafter access the profiles. Because our view of
the profiles is a hierarchy of data objects, they can be stored
and retrieved separately to increase system performance. As
we shall see in next section, this logical view also allows us
to enforce different security levels to different types of data
objects.

The opt-in function can be depicted in Figure 7. Take
Web services for example. After receiving a user’s opt-in
request, an ISA asks the user to request his local PDB ser-
vice client to complete the opt-in process. This step can
be done transparently by redirecting the ISA’s request to
the client. When the client receives the opt-in request, it
checks if the user has signed in the backbone. If not, the
client requests the user to sign in the backbone as described
above. Then, the client retrieves an opt-in proposal from
the ISA. The proposal is based on the Platform for Privacy
Preferences (��� � [7], which is designed to let a Web site
disclose its privacy preference about what personal data is
required by this site and for what purpose. An example of
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Figure 7. An opt-in scenario.

proposals can be found in [5]. The client can generate an
opt-in page from this proposal, and sends the page to the
user to let him confirm the opt-in process. By reviewing the
opt-in page, the user can decide whether or not to opt in the
ISA. If he decides to opt in, the personal data required to
complete the opt-in process will be sent to the ISA by the
client, and thereafter he can start using the services provided
by the ISA. Note that, if needed, the client may complete the
opt-in process automatically if the proposal sent by the ISA
matches the preferences set by the user in his personal data
object, and the user has authorized the client to skip over the
confirmation step in this situation. Furthermore, licenses of
using the user’s data can be issued to the ISA [4, 5]. There-
fore, the licenses can be checked while the data are used or
been audited to ensure that the data are used in the same
way that the ISA proposes in its proposal.

The login process of PDB is similar to the opt-in process,
but simpler. When a user wishes to login an ISA, the PDB
service client need only tell the ISA about the identity of
the user so that the ISA can authenticate the user with the
identity.

Moreover, when a user needs to set or modify his per-
sonal data and preferences, he can invoke the administration
function of PDB. After verifying the identity of the person,
the client modifies the data stored in the person’s data ob-
ject to serve the user’s update requests. Note that, when data
stored in a personal data object are modified, consistency of
the object needs to be taken care of. We will return to this
issue later in Section 5.2.1.

In the above functions, the PDB service client uses per-
sonal data stored in a user’s personal data object to fulfill
the user’s request. ISAs, on the other hand, may request a
person’s personal data actively from PDB even if the per-
son is not online. This function is clearly useful when some
personal data may be updated frequently and the latest in-
formation is required. The scenario of the function can be
illustrated in Figure 8. Similar to the opt-in process, the ISA
can send requests to a nearby PDB service client, which
will then locate the person’s personal data object for the re-

ISA

1. An ISA requests
a user's data from
backbone

5. Data
Transmission

User

4. Notify user for
confirmation if necessary

Nearby Service
Client2. Authenticate the

ISA's identity.

3. Launch the user's
personal data object to
the service client.

Figure 8. A scenario for an ISA to request a
user’s personal data.

quests. After verifying the identity of the ISA, the client
may decide whether or not to grant the request. For exam-
ple, the person may stipulate that only the ISAs to which
he has opted in can obtain his latest information. Moreover,
the person may ask the client to notify him with the requests
or even to confirm him with the final decision.

5.2 Main Components of Service Layer

As shown in Figure 9, the Service Layer contains the fol-
lowing components: When the Request Processor receives
a request, it calls the Proposal Processor to deal with the
proposal the request may attach. Depending on the request,
a proposal may specify the privacy policy of the requester,
or the data to be requested and the purpose of the request.
The Proposal Processor compares the proposal with the per-
son’s preferences stored in the person’s Personal Data Ob-
ject, and decides whether or not to accept the proposal. If
the person shall be informed to make the final decision, a
notification form is generated from the proposal and is sent
to the person through the Notifier. When the Notifier re-
ceives the person’s response, it reports to the Request Pro-
cessor the decision. If the proposal is accepted, the Data
and Preferences Manager obtains the requested data from
the personal data object, and transmits it to the requester.

Security is always one of the main concerns in personal
data management. The components in the gray area take the
responsibility of security management in the UPS Service
Layer. There are several types of security threats, including
data interception, data manipulation, revocation resistance
(e.g., a malicious node skips update requests to its local data
chunks, or stores a stale copy of a chunk), and masquerade.

To prevent data interception and manipulation, personal
data objects are encrypted so that they cannot be accessed
without the key at any time or any place. The data are also
grouped and encrypted using different keys for different
groups (see Figure 6). This allows different security level
to be enforced based on the type and the confidential level
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Figure 9. Components of UPS Service Layer.

of the data, as well as avoiding the key to be figured out by
table lookup (because some data such as birthday have very
simple format and pattern). Cryptographic solutions in [2]
can be used to manage this hierarchical access control.

Nevertheless, when a user signs in at a client, personal
data may then be decrypted with the keys/passwords pro-
vided by the user for operations. Although we can require
the key and the content to be purged out when the user signs
out, we cannot guarantee that a malicious host will follow
the procedure. For a successful operation of PDB, some
trust must be assumed. To a person, we say that a com-
puter is trusted if he is convinced that the computer is not
hacked and all backbone components function correctly in
the computer.

Based on the above discussion, we make the following
assumption in the system:

Trust Assumption: When a user is using the
service of PDB, to the user there is at least one
trusted computer in the network (e.g., the com-
puter he signs in).

Likewise, the user can always find a trusted PDB service
client to request for service. He need not worry about his
personal data being accessed by other unauthorized person
while the raw data are decrypted because operations of a
PDB service client only occur in his trusted computer.

Finally, to prevent masquerade, certificates [18] can be
exchanged between an ISA and a PDB service client for
verification. In addition, an SSL communication link can be
built to prevent eavesdropping. Our error correction coding
scheme also helps to prevent some degree of data intercep-
tion, manipulation, and revocation resistance.

Table 1 summarizes the main security threats to PDB and
our strategies.

5.2.1 Data Consistency and Version Control

The problem of consistency arises when data can be modi-
fied and read concurrently. For personal profiles, although

Threats Strategies Against the Threats
Data interception Data encryption and secure channel

in the UPS Service Layer
Trust assumption in the UPS
Service Layer

Data manipulation Digital signature the in the UPS
Service Layer

Error correction coding scheme in
the Chunk Storage Layer and
Personal Data Object Layer

Revocation resistance Digital signature in the UPS
Service Layer

Error correction coding scheme in
the Chunk Storage Layer and
Personal Data Object Layer

Version control in the UPS
Service Layer

Masquerade Digital signature in
the UPS Service Layer

Table 1. Security threats and strategies
against the threats.

we allow concurrent access, we believe that it is rarely
needed to allow concurrent updates to the same profile, as
typically only the owner of a profile is allowed to modify the
profile. This observation greatly simplifies our consistency
maintenance policy. In PDB we allow only sequential up-
dates to the same personal data object; that is, a new update
cannot be issued unless previous updates have been com-
pleted. This can be easily done by using acknowledgment.

Recall that in the Chunk Storage Layer a data object is
decomposed into � chunks stored at different sites. So up-
date to a data object may still involve concurrent accesses to
the chunks of the object. To enable a data object to be still
available while it is being updated (in the case that strong
consistency is not necessary), we let each chunk bear a ver-
sion number. In addition, two schemes can be adopted: ei-
ther set � to be greater than or equal to ��� � (where � is
the number of chunks that are necessary to reconstruct the
object), or let each site responsible for a chunk maintain the
latest two versions of the chunk.

In the first scheme, when a PDB service client obtains the
� chunks of an object, the � chunks must either all have the
same version number, or some of them have the most recent
version, while the others have the same previous version
(because updates to a data object are sequentially synchro-
nized). Since � � ���� and since� chunks are sufficient
to reconstruct the object, a complete version of the object
can always be reconstructed (provided no other manipula-
tion and erasure errors occur). If the majority of the chunks
have a version number less than the others, then the client
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knows that the version it reconstructed is stale. Depending
on the applications, some obsolete data object (e.g., derived
data and behavior logs) may still be useful and so re-request
of the object is not needed. Otherwise, the application can
re-issue a request for the object.

In the second scheme, when a PDB service client re-
quests a data object, each site responsible for a chunk sends
the client the latest two versions it has. Again, because
updates to a data object are sequentially synchronized, the
chunks collected by the client can have at most three differ-
ent version numbers, and all the � sites responsible for the �
chunks of the object must provide the client with � chunks
of a common version number. Therefore, the client will be
able to reconstruct a complete version of the object, and can
also know if the version is obsolete. Clearly, the second
scheme requires more storage and band width, but is more
flexible in choosing � and �.

6 Conclusion and Future Work

We proposed Personal Data Backbone (PDB) to provide
UPS services over peer-to-peer networks. The main objec-
tive is to bring the control of personal data back to their
owners. By using peer-to-peer technology, people can col-
laborate with one another to establish the services with-
out resorting to a centralized mechanism or corporation,
thereby removing concerns such as privacy, security, and
monopoly. The peer-to-peer technology also achieves bet-
ter trust, availability, accountability, and reliability, as com-
pared to the centralized ones.

The current prototype of PDB we have implemented pro-
vides only a simple request and reply architecture in the ex-
change of personal data between a PDB service agent and
an ISA. More complex features can be added in the future.
For example, a negotiation mechanism can be designed for
an ISA and a user (through a PDB Service agent) to reach
an agreement both parties can accept. A pricing mechanism
can also be investigated for ISAs to pay for the data. For
example, people may charge commercial e-mail senders for
using their e-mail addresses to send advertisements. Finally,
like ‘push’ technology, update notification can be included
in the framework so that when a person updates his per-
sonal data, ISAs that have requested the data before can be
informed to ensure that they have up-to-date information of
the data.
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